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ABSTRACT
The frequency range commonly referred to as the terahertz gap occurs between the
infrared and microwave regions of the electromagnetic spectrum. This range of frequencies is
highly suited to investigating the free carrier interactions of materials, as the range is
particularly sensitive to these interactions. Using terahertz time-domain spectroscopy (THzTDS), it is possible to measure the effect these interactions have on a terahertz pulse and, using
classical optical techniques, determine the terahertz refractive index of a given material, which
is directly related to the free carrier spectrum of said material. Knowing the refractive index of a
material in the THz range opens the possibility of future terahertz applications for said material,
including a non-destructive dopant testing of silicon.
In this work, a series of Silicon on Insulator (SOI) wafer samples are implanted with
boron in a range of carrier concentrations. Using a photoconducting antenna (PCA), highfrequency laser pulses were converted to THz pulses and the complex terahertz refractive index
of the samples was then measured in the 0.2-2 THz frequency range. This measurement is a
direct examination of the free carrier spectrum through experimental methods. The results are
compared with the predictions of the Drude model for the free carrier spectrum across this
frequency range and are found to closely coincide at higher carrier concentrations, indicating
that the behavior of free holes in p-type silicon can likely be described classically at high carrier
densities, consistent with previous work on n-type silicon.
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CHAPTER ONE: INTRODUCTION
1.1 Introduction to Terahertz Radiation
The electromagnetic spectrum is far broader than the relatively narrow band of visible
light and, for the most part, well explored. Infrared radiation, visible light, microwave radiation
and X-rays are understood and have been put to use in various industries. The terahertz region
lies between microwaves and the infrared and lacks the body of work that much of the rest of
the electromagnetic spectrum has undergone. The technology required to even begin probing
the terahertz region, once referred to as the “terahertz gap”, was only discovered in the 1970s,
and it is only within the last decade that teraherz emitters and detectors have reached a point
of efficiency where they may begin to prove useful for industry. With this improved efficiency
has come a broader interest in potential Terahertz applications.

Figure 1: The electromagnetic spectrum, showing the THz range. [1]

The terahertz gap is generally considered to be the region between 100 GHz and 10 THz
(Figure 1). Terahertz radiation, over this full region, has periods in the picosecond range,
wavelength ranging from 30 μm to 3 mm, and photon energy in the 0.4-40 meV range. As is the
case with other waves across the electromagnetic spectrum, terahertz waves can transmit
1

information. They can, as it were, take a picture. Focusing the wave enough to make that
‘picture’ clear and improving technology to interpret that ‘picture’ have been the major things
holding THz technology back; with recent improvements, it has become easier and easier to
leap those hurdles and the terahertz gap has been filled in bit by bit.
Terahertz waves, like all electromagnetic waves, are subject to and understood through
Maxwell’s equations. The specific location of the THz band, however, places it in between what
have historically been two separate fields – electronics, at lower frequencies, and photonics at
higher – and THz waves do not slot neatly into either category [2]. The approaches used in
electronics differ significantly from those used in photonics, both theoretically and
technologically, and to study the terahertz band it has been necessary to bridge this gap.
The unspoken question, of course, is why has so much effort been invested? What
makes the terahertz range worth it? The answer is that, much like other regions of the
electromagnetic spectrum, terahertz waves have potential uses in scanning materials across an
array of disciplines. Terahertz waves, for example, have low photon energies and are therefore
safer for use on biological tissue than X-rays. In addition, different materials have highly
distinctive responses to terahertz frequencies. Water and water vapor are strongly absorptive
at terahertz frequencies, while metals are highly reflective. Many dielectrics, including wood
and ceramics, are transparent in the THz region owing to the longer wavelengths of THz waves.
This property in particular makes THz waves useful in nondestructive evaluation techniques.
Even more, as Figure 2 shows, the THz region is the region of the electromagnetic spectrum in
which it is possible to observe the free carriers directly, making it ideal for the purposes of this
research.
2

Figure 2:: Absorption coefficient of phosphorus doped and undoped silicon from the microwave to the near
infrared. The signal peaks in the THz range, making it better for scanning.
scanning

1.2 History and Development
ment of Terahertz Technology to Current Techniques
Prior
rior to the development of the tterahertz
erahertz field, the frequency region encompassing THz
frequencies was referred to as the “far
“far-infrared” and was primarily
ily touched on only insofar as
black body radiation
adiation sources were used. A
As early as the
e 1960s, one such black body
b
source – a
Globar source – was in use, mostly to light gas ovens [3].. The Globar source emits in a wide
spectral range, including in the THz region, but has very low output power. It is notable in the
history of THz only in thatt it was one of the earliest sources of THz frequencies; such a device
never produced an output that would be useful.
3

Work began on a useable pulsed THz generation method in the late 1970s and early
1980s. This method, the photoconducting antenna (PCA) method, is still used today and is in
fact the basis for part of this research. The PCA effect was first studied in the GHz range – the
microwave region – and, subsequently, was developed in the THz region by David H. Auston,
working at Bell Labs [3]. The original goal of Auston’s work was to create a hyperfast switch,
one that flipped in picosecond intervals, and he did succeed; ultimately, PCA technology is
simply very fast switches. Despite the almost accidental nature of this development for THz, the
PCA method has been refined and even now remains a widely used technique for both pulsed
THz emission and detection. The other method for pulsed THz generation, optical rectification,
was pioneered chiefly by Xi Zhang some years later and is based on exploiting nonlinear optical
effects in electro-optic crystals, often ZnTe. Although other methods of pulsed THz signal
generation exist, these are the two most widely used. More recently, a technique has been
developed to generate THz radiation by using a pulsed laser to convert air to plasma and use
the plasma in place of an electro-optic crystal. Many of the principles behind this technique are
similar to those used in optical rectification, but it allows for interesting possibilities as far as
generating THz at a distance are concerned.
Not all THz systems utilize pulsed signals, however; some make use of a continuous
wave of THz signal [2]. Unlike pulsed THz systems, which generate packets of THz radiation
with a range of frequencies that can be solved using Fourier methods, continuous wave (CW)
THz systems generally operate at a single frequency (although this is not a hard limitation,
nonetheless a CW system will operate with a narrower frequency range than a pulsed system).
However, this narrower range makes CW systems better at spectroscopy when a high spectral
4

resolution is needed, as well as producing a higher power output. CW systems are also more
likely to be able to be developed into reliable portable devices than pulsed systems, which can
be tricky to align.
The main technique that has developed for spectroscopic measurements using THz
frequencies is known as Terahertz Time-Domain Spectroscopy. A pulse is generated using a PCA
or an optical rectification system and then, having passed through the object of measurement,
the pulse is read by a detector, which may be an electro-optic crystal or another PCA. The time
gating of THz-TDS suppresses much of the background noise and provides a direct
measurement of the electric field, meaning that THz-TDS can be used to examine both the
absorption and dispersion in the target material – something nearly unique to THz systems. Due
to the inherent time gating of a THz-TDS system, the picosecond pulses can be combined to
show the full THz pulse despite requiring a stepped optical stage. It is the simultaneous
measurement of both the absorption and dispersion that concerns this work, as the
measurement of these properties together is the Terahertz Refractive Index. As such, a THz-TDS
technique is used, requiring a pulsed THz source. In this case, a PCA is used as the primary
source.

1.3 Literature Review – Terahertz Refractive Index of Doped Silicon
The field of terahertz technology is not the largest of fields, so previous literature on any
particular problem is often small in number. However, that is not to say it is nonexistent, and
the prior work is worth discussing.
5

The earliest work on measuring the free carriers of doped silicon was performed by Van
Exter and Grischowsky in 1990, using a very similar experimental setup [4][5] as used in this
work. Measurement was aimed for the 0.1-2 THz frequency range and performed at room
temperature. Interestingly, Grischowsky found significant agreement to the Drude prediction in
these measurements. The samples measured in this work, however, both n- and p-type, are of
relatively low carrier concentrations compared to any actually used; the sample with the
highest concentration is only on the order of 1.5 x 1016 cm-3, lower than even the lowest dopant
sample measured in this work. This work concluded that the Drude model was too simple to fit
the experimental data well; however, examination of the plots (Figure 3) shows a significant
agreement in the curves.

Figure 3: Drude comparison to measured values. [4]
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The next work was also by Grischowsky, written in 1997, although with a different
partner. It proposes several models for best fit to the experimental data and concludes that no
standard models show significant agreement (although looking at the graphs (Figure 4), the
models seem to fit better than credited). Again, the carrier concentrations are notably lower
than those measured in this thesis; this is acknowledged and understood to be a consequence
of the limiting factor of doped silicon thickness [6]. Grischowsky’s work had to be performed on
a much thicker layer of silicon and, with high doping and thick Si layers, the THz signal would be
extinguished entirely. It is worth noting that this work also shows a correspondence between
the Drude and the measured carrier response, though the author considered it not significant
enough.

Figure 4: Complex conductivity of doped silicon, n- and p-type, in the 0.1-2.5 THz range. [7]

The third piece of literature, or rather set of them, was published in 2001 by S. Nashima
and concerned both n- and p-type silicon again; the measurements in this case were performed
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from 20-300 K rather than simply at room temperature[8][9][10]. As with previous works,
Nashima worked with samples of notably lower carrier concentration than those measured in
this thesis (with the highest having ND=1015 cm-3 at high temperature). Again, as with previous
works, Nashima found a noticeable correlation with the Drude prediction.

Figure 5: Measured values of n and k from Nashima [8].

As all previous works found some correspondence between Drude’s prediction and the
measured optical properties, it would not be entirely surprising to find similar results in this work;
however, as all previous measurements occurred at significantly lower carrier concentration levels, it
would not be surprising to find deviation, either. The previous measurements are suggestive, and would
lend credence to similar results from this work.

1.4 Generation of Terahertz Pulses
The generation of a terahertz pulse can be accomplished through a wide array of
methods. The archetypical pulsed THz generator uses a basic pump and probe setup, in which
8

the beam from a femtosecond laser is split into two beams – the pump beam and the probe
beam. The pump beam generates the THz pulse, while the probe beam is used to measure the
profile of the pulse after it passes through the detection area. The pump beam is typically sent
through a delay stage to vary the time delay between the two beams, and this time delay is
directly used to generate the measurement of the THz waveform. This generates a
measurement of the pulse in the time domain. A Fourier transform is necessary to convert the
time domain information into frequency domain information, a required step to obtain the
desired spectral readings.

Figure 6: Basic PCA pulsed laser setup. [11]
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Use of a beam chopper and a mode-locked laser are recommended to increase the
sensitivity of the pulse, and, indeed, the mode-locking causes the pulse to take a more
distinctive Gaussian shape. The Gaussian waveform is one of the simplest waveforms to
describe mathematically in time domain:
=

(1)

The Gaussian is also relatively simple to convert to the frequency domain using a Fourier
transform, as the resulting frequency-dependent function also takes a Gaussian shape. This also
allows for use of the full-width at half maximum (FWHM) values to be used for measurement
and, at least in some cases, for use in calibrating the system.
To produce the terahertz pulses, it is useful to utilize a femtosecond laser – one that can
produce exceptionally short optical pulses. Of femtosecond lasers, the most widely used in THz
generation is the titanium-sapphire laser (Ti:sapphire). Ti:sapphire lasers have several beneficial
qualities including high thermal conductivity (enabling higher optical power), a short carrier
lifetime, and a wide spectral range (650-1100 nm). The Ti:sapphire laser is mode locked using
an adjustable slit to suppress the continuous wave modes, allowing only the high-power shortduration pulses to move through, usually of 10-100 fs duration.
These ultrafast laser pulses are not, however, THz pulses. In order to produce THz
radiation, the pulses must be sent to a THz generator – and, correspondingly, the split beam
must also be sent to activate a THz detector. One of the most widely utilized generators is the
photoconductive antenna (PCA), which also acts as a detector. Figure 7 shows the schematics of
a PCA and how it converts the pulses into terahertz radiation.
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Figure 7: Diagram of a basic photoconducting antenna. The laser pulse strikes the area between two
electrodes, releasing stored energy as a THz pulse. [11]

A basic PC antenna is created using a pair of metal electrodes, placed on a semiinsulating substrate with a gap between them. A voltage is then applied across the electrodes
and causes energy to be stored in the gap between the electrodes. The ultrafast laser pulses of
the femtosecond laser arrive and strike the gap, acting as a switch to cause the release of the
energy. This release takes the form of the THz pulses. The PC antenna depicted in Figure 7 is a
very basic design, serving to illustrate the basic principle of PCA operation; modern chips are
both more complex and simpler to use. The THz pulses, once generated, are collimated by use
of a silicon lens.
The PCA works near identically when used as the THz detector instead of the generator;
the main difference is that it is not attached to a voltage source, but instead to a current sensor.
Using a time delay stage, it is possible to measure the THz pulses at different points in time, as
the detector only reacts at the point when the split pulse reaches it – allowing for sampling the
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THz pulse in the time domain. The THz pulse is recorded as a function of the delay between the
probe pulse (hitting the detector) and the THz pulse.

1.5 Impact of Doped Silicon
Doped silicon and its transition from the physics laboratory to everyday applications is
possibly one of the most important developments in modern technology. On the scientific side,
doped silicon is studied as a prototype system used to gain insight into what has been called
“arguably the most important model in condensed-matter physics” [12] – namely, the behavior
of free carriers in solids. Doped silicon, in the terahertz region, has an optical spectrum
dominated almost entirely by strong carrier interaction, which allows for the direct
measurement of the complex terahertz refractive index. This is a direct test of Drude’s theory
of the shape of the free carrier spectrum of metals – a model that has been considered
simplistic and unlikely to be accurate. With doped silicon, that assumption can be tested.
On the more practical side, doped silicon is the foundation of much semiconductor
technology, and semiconductor technology is the foundation of much other technology. Silicon
is ubiquitous, and microfabrication technology has grown around it. Silicon’s properties, such as
its high elastic constant and yield strength, allow it to function well as a structural material –
but its electrical and thermal properties are what make it so widely used [13]. As a result of this
wide usage, silicon has been a prime target for study in the past and – moreover – continues to
be a highly important material to research. Both the past study and the potential of continued
research into silicon are relevant to the choice to investigate the THz refractive index of silicon
12

– but so are the material properties and the industrial uses. In short, doped silicon is perhaps
the only material where so many factors come together to motivate research.
The material properties of silicon that make it ideal for terahertz research, especially for
the testing of the Drude prediction, are multiple, but at least three in particular are ideal for the
approach used in this work. First, undoped silicon is nondispersive and, to some extent,
transparent to THz radiation [14]. Secondly, the oxide formed by silicon is even more
transparent. Lastly, silicon is a metalloid, and can be tuned by adding dopant to behave more as
a metal, making it a true test of Drude’s prediction, the bulk of which concerns metals but
which has been developed for semiconductor materials as well.
The most straightforward motivation, of course, is the potential to develop applications
of THz imaging of silicon for use in the semiconductor industry. One such potential
development was indeed part of the inspiration for this work; namely, a non-destructive wafer
characterization method performed using THz-TDS [1]. Such a technique requires a library of
refractive indices in order to accurately characterize the sample; creating such a library
supports future work. Other potential applications for doped silicon with THz technology exist,
such as terahertz cameras [15], and knowing the free carrier behavior of doped silicon can only
benefit such works.
The amount of past research that has gone into silicon, doped and undoped, makes
silicon a uniquely suited material for study using the Drude model. The Drude model will be
discussed further in Section 1.7, but it is useful to know that there are five parameters that
must be known to make a Drude prediction – and, in doped silicon, all of these parameters are
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known [14], thanks to the past body of work. This allows for a ‘pure’ Drude prediction – a
prediction where the parameters are simply put into the model and the outcome is seen,
without fitting the parameters to match the data better. Doped silicon is thus perfectly suited
for a test of Drude’s model, since there is no need to guess at any of the parameters.

1.6 Properties of Doped Silicon
The act of doping silicon, put simply, is the act of introducing impurities into pure silicon
to modify its electrical properties. Undoped silicon is an intrinsic semiconductor, meaning that
it has an equal concentration of electrons and holes, the two types of free carriers. Doped
silicon becomes extrinsic, and the free carriers become dominantly electrons or holes,
depending on the type of dopant. N-type doping is accomplished primarily with a pentavalent
ion such as phosphorus, and p-type doping (which concerns this work) is accomplished
primarily with a trivalent ion, such as boron. N-type doping leads to a prevalence of electrons,
while p-type doping leads to a prevalence of holes. Holes have a lower mobility than electrons
do, which is important for the Drude prediction; it also affects conductivity and,
correspondingly, resistivity, so which dopant is used is generally picked based on the desired
properties.

14

Figure 8: Carrier mobility as a function of doping concentration. The mobility of holes is lower than that of
electrons for corresponding concentrations. [16]

There are two primary methods of doping silicon: thermal diffusion and ion
implantation [17]. Both are used to introduce an initial dose of dopant atoms, which must
subsequently be driven in to the wafer to create the desired junction and surface concentration.
Thermal diffusion uses a dopant source, which can be gas, liquid, or solid, and a concentration
gradient in a high-temperature environment to deposit the initial dose. Ion implantation, on the
other hand, is performed by bombarding the surface with high-velocity ions to create the initial
dose. In this work, ion implantation, followed by thermal diffusion, is the method of doping
utilized to dope the wafers.
Ion implantation creates an initial Gaussian distribution of dopant which can be
predicted based on the acceleration energy using the range, R, the projected range, Rp, and
15

straggle, ΔRp of the implanted ions. Implanted ions lose energy due to nuclear and electric
stopping mechanisms, which governs these properties. The range is the total distance the ion
travels in its random-walk path and depends on the acceleration energy used in the
implantation step. The projected range is the depth that the majority of ions will reach during
random walk and corresponds to the peak concentration of the Gaussian; it can be calculated
using the range and atomic weights of the implanted ions and the substrate atoms:
=

(2)

where R is the range, M1 is the atomic weight of the implant ions, and M2 is the atomic weight
of the substrate. The straggle, ΔRp, is the standard deviation of the projected range in the
direction of the beam, and picks out concentration points on the Gaussian curve. Figure 9
shows the relation between the acceleration energy and the range and straggle.

Figure 9: Projected range and straggle of various dopants is dependent on the acceleration energy. [17]
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Post-implant, the resistivity of the implanted material is quite high due to the fact that
the majority of the dopant is electrically inactive. Electrically inactive dopant does not occupy
substitutional sites in the Si lattice and, as a result, does not create carriers. Electrically
activating dopant is a thermal process that causes the implanted impurities to move to these
substitutional sites. Inactive dopant causes undesirable effects on the electrical properties of
the silicon wafer it is in. The problem of electrically inactive dopant is fixed by performing a
post-implant annealing step at high temperature. The annealing step is referred to as drive-in
diffusion and serves two purposes: First, to fix damage caused by the implantation and activate
the dopant, and second, as a fixed-source diffusion to set the junction depth and adjust the
concentration profile to fit the desired outcome [17]. (For this work, a uniform concentration
profile is the goal, so the Gaussian must be flattened.)

Figure 10: Solid solubility limit of different dopants in silicon as a function of temperature. [17]
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There is a limit to the amount of dopant that can be activated in silicon, and this is
known as the solid solubility limit. The solid solubility of silicon depends on the impurity and the
temperature at which the activation is performed. If the amount of impurities exceeds the
solid solubility limit, the dopant will not all be active and the resistivity of the doped silicon will
remain very high – no longer giving an accurate measurement of the carrier concentration.
Doping silicon is usually the method used to create a p-n junction in a semiconductor to
a desired junction depth. In this case, the entire top layer of silicon is doped to the same level,
and the junction is with the oxide layer below the thin layer of silicon.

1.7 Predicting the Free Carriers: The Drude Model
The Drude-Lorentz model was originally proposed by Paul Drude in 1900 [18] to explain
the transport properties of electrons in metals and describes the complex refractive index of
metallic materials as a function of the carrier concentrations. The model describes a situation in
which the valence electrons of a metal are free, allowing them to be accelerated by an applied
electric field and undergo scattering, with random momentum [19]. The free carriers are
treated as an ideal gas, assuming that there is no long-range interaction between the carriers,
with only short range interactions (i.e. collisions) being taken into account using an average
momentum scattering time τ. The scattering time limits the conductivity (σ) and therefore,
knowing one allows the calculation of the other, both for DC conductivity σ0 and frequency
dependent conductivity σ(ω), as seen in Equations 3 and 4.
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=

(3)

=

(4)

The free electron density, N, for semiconductors is the density of free carriers (in this
case, holes) generated by the doping process, q is the charge of an electron (for p-type silicon,
with holes as the carrier, the sign of q is positive rather than negative, but cancels when
squared regardless), and m0 is the free electron mass. In principle, τ can be determined from
the measurement of the conductivity as a function of frequency; in practice, however, τ is
generally small enough that it must be measured using optical frequencies. The AC conductivity
and dielectric constant are related by Equation 5:
! =1+

$% &

'( &

(5)

and therefore, an optical measurement of the dielectric constant can be considered equivalent
to a measurement of the AC conductivity.
The complex dielectric constant ϵr(ω) is known to be related to the complex refractive
index ñ, given
ñ =*+ +

(6)
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using the equations
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√

and
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where ϵ1 and ϵ2 are the real and complex components of the complex relative dielectric constant ϵr,
respectively. This means that it is possible to predict the complex refractive index using Drude’s

model given a number of parameters, including the DC conductivity σ, the scattering time τ, the
mass m0, the background dielectric constant ϵ0, and the electron density N.
To use the Drude prediction for examination of doped silicon rather than metals, there
are two main modifications that need to be made. The first is that, rather than using m0, it is
more accurate to use an effective mass term meff to account for the band structure; this term
will vary numerically for p- and n-type silicon. The other concern is that the dielectric constant
has other effects contributing it, not simply the free carrier effects. The result is an equation for
the frequency-dependent dielectric constant:
! =
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As discussed earlier, the dielectric constant is directly related to the complex refractive index,
and therefore, the complex refractive index of a doped semiconductor can be seen to be
related directly to the free carrier properties of the semiconductor [19]. Using the known values
of the described parameters in silicon, it is possible to predict the frequency-dependent roomtemperature THz refractive index.
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Modern theory predicts that Drude is unlikely to be an accurate description of the free
carrier behavior in doped silicon, primarily due to the central assumption of the Drude
prediction: that there is a single characteristic scattering time, τ, which most modern theory
suggests is an inadequate description [20]. Previous work has shown that despite this flaw, the
Drude prediction is surprisingly accurate for both n- and p-type silicon at low concentrations
[5][10] and, for n-type silicon, is accurate at high doping levels as well [21].There are, however,
complications that exist for p-type silicon that do not exist for n-type. As mentioned, the Drude
model needs to take the effects of band structure into effect for doped silicon, and while n-type
silicon has a fairly simple band structure, the situation is more complex for p-type silicon.

Figure 11: Band structure of doped silicon, showing the indirect band gap. P-type silicon has three bands
where holes can be located. [17]
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P-type silicon has a triple band structure and, thus, has three different locations where
the free carriers can settle (that is to say, it is triply degenerate). Each of these bands should, in
theory, have its own characteristic scattering time τ and a different effective mass for the
carriers within it. To a certain extent, this would indicate that p-type silicon would need to be
modeled with three different Drude predictions and then the results combined in some fashion.
This, then, is the reason that it is worth investigating the p-type response in addition to the ntype: although the n-type silicon response is predicted well by the Drude, the p-type does not
necessarily follow suit.
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CHAPTER TWO: INTENT OF RESEARCH
Since the discovery of early quantum mechanics caused physicists to begin re-evaluating
how they pictured the electronic structure of solids in the micro-scale, the Drude theory of
conductivity in metals has been slowly dismissed as anything but an approximation. The Drude
theory uses a simple classical prediction of the behavior of free carriers in metals and
semiconductors, and as quantum mechanics developed it was widely considered that the
classical theory could not capture the complexity of the actual system. The Drude model
remained useful to provide a rough, intuitive look at how free carriers behave; more than that
was considered beyond its scope.
Terahertz technology’s development has, at long last, enabled an actual experimental
testing of Drude’s prediction, and it has been shown to provide an accurate description of the
free electron response in some materials. The core of Drude’s prediction, however, concerned a
metallic system, which had not been measured until very recently. Previous work by Dr. Chih-Yu
Jen has shown that the unmodified Drude prediction indeed describes the response of free
electrons in doped n-type silicon to a high degree of accuracy. It seems worthwhile to therefore
ask the question: Can Drude’s model accurately predict the behavior of free carriers in p-type
silicon as well?
The question is not as simple as it may appear on first glance. n- and p-type silicon are
distinguished in that the free carrier in each is distinct; n-type silicon has electrons acting as
free carriers, while p-type silicon has holes. This presents some difficulty, as the band structure
of holes is notably more complex than that of electrons, with three possible valleys to fill
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making it triply degenerate. This means that simply predicting p-type silicon to display the same
adherence to Drude’s prediction as seen in n-type silicon is, perhaps, premature. The possibility
cannot be ignored, however, as the behavior observed for n-type silicon is itself unexpected.
There were, essentially, three possibilities going into this research. The first possibility
would be that the band structure of holes was sufficiently complex that the Drude model would
not be an accurate prediction; it would, perhaps, be an unsurprising result, but it would still be
valuable. The second possibility was that the p-type silicon would show correspondence with
Drude’s prediction, but offset somewhat; the final possibility was that, like the n-type silicon,
the p-type silicon would show a free carrier response that matched the Drude prediction with a
high degree of accuracy.
There is, of course, the additional benefit that compiling the terahertz refractive index
values makes them available for future work in the THz field. Showing either the accuracy or
inaccuracy of using a Drude prediction allows for the possibility of working with concentration
levels that were not measured – or showing that the assumptions currently made when
working with them need adjustment.
The main focus of this work is therefore to answer the following question: Does the free
carrier behavior in boron-doped silicon, measured here for the first time, follow the classic
Drude behavior or the behavior predicted by modern theory?
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CHAPTER THREE: MATERIALS AND METHODS
In order to test the stated hypothesis, three things were needed. A set of suitable
samples for measurement, a system capable of performing terahertz time-domain spectroscopy,
and a methodology for converting the raw data output of the time-domain system into the
refractive index data. The samples were fabricated using a purchased wafer with a particular
structure and doped using a Varian ion implanter. A range of values for the implanted dopant
was chosen to observe the behavior of doped Si across a sufficiently large range of carrier
concentrations, and pre-fabrication simulations were run using SILVACO to check that the
doping process would yield the desired concentration profiles. The THz-TDS system was set up
using a titanium-sapphire laser to generate pulses and adjusted to maximize the power output.
The methodology of data conversion utilized well-understood classical optical properties to
transform the direct measurements to the desired form. There was intention to perform a
further measurement using a second THz-TDS system which measures a different frequency
range, but technical problems have delayed said measurements. As such, no measurements
were able to be taken using that system in time for the writing of this thesis; however, they will
still be performed at a future date. The Drude prediction also needed to be calculated, and
literature research was performed in order to determine the values of the Drude parameters
for silicon. Data interpretation was performed using a transfer matrix method to extract the
refractive index values of the layer of interest from the measurement of the entire sample.
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3.1 Sample Structure and Fabrication
In order to successfully measure the THz refractive index at a given carrier concentration,
it was necessary to design a sample in such a way that the measurement could be performed.
The means taking into account many factors including the measurement procedure, the
capabilities of the THz system, and the method of calculation, among others. The end result
was a fairly straightforward sample structure and a system of measurement that allows
measuring in stages to attain the desired end results.

Figure 12: Sample structure for THz Refractive Index measurement. When measured, the picosecond THz
pulse strikes the top Si layer first, as indicated.

The basic structure of the samples is shown in Figure 12, and is not especially
complicated. The base of the wafer is approximately 500 μm of undoped Silicon, followed by a
3 μm layer of SiO2, and the final layer is intrinsic silicon with thickness that varies depending on
the sample grouping. For lower doping levels, a thicker layer of silicon is needed in order for
enough of the THz pulse to be absorbed to be distinguishable from noise, while at higher
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doping levels the layer of doped silicon cannot be too thick or the THz signal will be unable to
penetrate.
In this work, the intent was to put together one grouping of samples at lower doping
levels that would have a 500 nm top Si thickness and one at higher doping levels that would
have 200 nm top Si. Ultimately, it was not possible to do so, and a full set of samples was made
using a 200 nm top Si wafer for all doping levels. This is discussed further in Chapter 4, Results;
the actual process of fabricating the samples at RIT changes minimally for different top Si
thicknesses.
The particular wafer structure required in order to perform the desired measurements
is known as silicon on insulator (SOI), in this case the oxide layer (SiO2) acting as the insulator.
Pre-made blank wafers were purchased that had been fabricated using Smart CutTM technology
to attain the needed wafer structure. Smart CutTM technology involves the transfer of a thin
layer of high quality single crystalline silicon – our top silicon layer, in other words – from one
substrate (the donor) to a wafer with a pre-grown silicon oxide (SiO2) layer. The result is a thin
(less than one micron) layer of high quality single crystalline silicon (in our case, with 100
orientation) with minimal damage on top of the oxide stack – precisely the arrangement
needed for the measurements. This structure is ideal because it allows for only a thin layer of
silicon to be doped, thin enough that the THz radiation can still penetrate. The SiO2 layer
prevents the dopant from reaching the base silicon layer, and SiO2 is transparent to THz
radiation so it does not extinguish the beam; the final layer of silicon, lacking dopant, is not as
absorbent and enough radiation gets through to measure. (It is necessary to measure against a
reference wafer, in which both the top Si layer and the oxide layer are removed, in order to
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mathematically compensate for the effect the base intrinsic silicon has on the measurement;
the math will be discussed later.)
Once the wafer was purchased, with structure as discussed, the ion implantation and
activation processes were performed in the RIT Semiconductor and Microsystems Fabrication
Laboratory (SMFL), a clean room. The process is outlined in Figure 13.

Figure 13: Procedure flow for doping SOI wafer pieces to specified dopant levels. Once the sample is
complete, it is measured to determine the carrier concentration.
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An initial thin (10-20 nm) sacrificial layer of dry oxide was grown on top of the wafer in a
Bruce Tube brand diffusion furnace at 950°C in O2 gas. This consumes a small amount of the top
silicon layer – 0.46Xox, where Xox is the thickness of the grown oxide – but it is a sufficiently
small amount that (approximately 5 nm) it does not impact the THz scan. This layer of oxide is
sufficiently thin that it does not mask the doping but thick enough to provide some protection
to the silicon surface.
Boron ion implantation was then performed using a Varian ion implanter using boron
triflouride (BF3) gas as the carrier. B11 was the ion species used in the actual doping process as it
is a species with a distinct peak that is easy to select for. A 33 KeV implantation energy was
used across all samples, corresponding to a projected range Rp of approximately 100 nm (as
seen in Figure 9). This leaves the peak concentration nearly in the middle of the top silicon layer,
making it simpler to flatten the profile. The dose and beam current were adjusted to both
implant the desired amount and to do so in a reasonable amount of time. The doses were
chosen prior to beginning the implants and the beam currents were chosen to balance the
implant time with the risk of losing the samples. This risk comes from the fact that the Varian
ion implanter is designed for doping entire wafers, while the samples fabricated for this study
were wafer pieces broken off from the complete wafer. (The entire wafer would not fit in the
THz scanning system, and using wafer pieces allowed for conserving funds by only purchasing a
single wafer). These wafer pieces were taped to a dummy wafer and implanted that way. There
is a risk that with a beam current too high, the tape might melt and cause the wafer piece to fall.
This did not present undue difficulties at low doping levels, but significantly increased the time
needed for the doping process at higher dopant levels, as the beam current and the dose are
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directly related to the implant time t as described by Equation 11, where q is the charge of an
electron and Area is the total area of the implant, which was the area of the dummy wafer
used:
C=

D4E7 F G 7H F I
J

(11)

Once doping was completed, the dopant needed to be activated and the doping profile
flattened to create a concentration profile that was the same through the entire top silicon
layer. The initial doping produces a Gaussian profile with a peak at 100 nm (approximately the
center of the doped layer), so a drive-in diffusion process was used to perform both the
activation and profile flattening. The drive-in process was performed, like the sacrificial oxide
growth, in a Bruce Tube diffusion furnace, this one dedicated for p-type diffusions. The drive-in
was performed in a nitrogen (N2) atmosphere to prevent further oxide growth, and at 950°C for
all samples. The exact duration of the annealing depended upon which sample was being
annealed; simulations in SILVACO were performed to determine what drive-in time would give
the best profile flattening for each particular sample (Figure 14 and 15). Some calculations were
done to determine the best temperature so that the annealing process lasted long enough to
properly drive in the implanted ions (at higher temperatures, drive-in would theoretically last
less than a minute, which is too short a time to be certain the process worked properly) and not
last so long the process could not be completed overnight. Figure 14 shows the outcome of a
set of simulations for a single time and temperature value (950°C and 180 minutes of drive-in)
across several doping levels; it can be seen that the concentration profiles of higher dopant
samples flatten more quickly than lower dopant samples. Also notable is that at the higher
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doping levels (and thus carrier concentrations), the carrier concentrations start to not increase
as much as might be indicated by the lower samples. This is due to running into the solid
solubility limit of boron in silicon, as another simulation (Figure 36, shown later) confirms.
Higher temperature drive-in would increase this solubility limit, but as mentioned, would
require such a short drive-in time that the process might not work properly.

Figure 14: Doping profiles simulated post-drive in for drive-in diffusion at 950 degrees Celsius for 180
minutes.

Figure 15 shows the effects of varying the drive-in time on the eventual profile for a
single dopant level. In this case, the chosen dopant level was predicted to not flatten entirely
for the basic drive-in procedure shown in Figure 14 (180 minutes drive-in at 950°C), although it
was close to doing so. It was shown that another 90 minutes of drive-in would flatten the curve
entirely, with subsequent drive-in time changing very little. A similar procedure was used for
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other levels of dopant. Ultimately, all drive-in processes were performed with the temperature
at 950°C, but with varying times (most of the low doped samples used a 720 minute drive-in,
while most of the highly doped samples took 180 minutes.)

Figure 15: Simulation of time variation of doping profile post-drive in for inserted dopant 2.3 x 1014 cm-2.
These diffusions were set at temperature 950°C.

With the drive-in completed, the next step in fabrication was to remove the layer of
sacrificial oxide that had been grown prior to implant. This was performed using a wet etch in
HF acid for a short duration (<45 seconds). Although the thickness of the oxide layer was
calculated to be 10 nm based on the time and temperature in the furnace during growth, it
proved impossible to directly measure the thickness of the sacrificial oxide layer using a
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reflectometer, owing both to the layer thickness and the layered structure of the samples.
Fortunately, the goal was to etch off the entire layer of oxide, meaning that it was possible to
simply overetch slightly and the top silicon layer would act as a stop. The etch may have
affected some of the underlying SiO2 buffer layer, but it would have done so from the sides; the
measurements were performed near the center of the sample, making any possible sideetching a non-threatening event.

3.2 Sample Characterization
3.2.1 Four-Point Probe Measurement and Resistivity Calculation
With the samples fully doped and the sacrificial oxide layer etched off, the samples were
characterized using the four-point probe in the clean room to measure the sheet resistance.
The sheet resistance, Rs, is a measurement of resistance in thin films and has units of KM□; it is
defined as:
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where ρ is the resistivity (Ω*cm), t is the thickness of the thin film, and R is the resistance (Ω). It
is possible to measure the sheet resistance of a sample with a thin film using a four-point probe
and then, knowing the thickness of the film, it is possible to determine the resistivity. The
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resistivity is directly related to the carrier concentration (Figure 16), which is the end goal of the
measurement.

Figure 16: Resistivity versus doping concentration for silicon at 300K (room temperature). [16]

The relationship is described by Equation 14:
N = @IR

S

IRT

(14)

where ρ is the resistivity, n and p are electron and hole concentrations (respectively), q is the
electron charge, and μn,p are the electron/hole mobilities [17], which are also dependent on
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carrier concentration. Equation 15 simplifies for n- and p-type silicon, with either n or p being
small enough that their contribution is negligible, and the result for p-type is
N =

IRT

(15)

The manual four-point probe in the clean room is a basic tool that involves passing a
current through the outer two probes and measuring the voltage through the inner two, as
seen in Figure 17. The four-point probe can measures the voltage and current, which are used
to calculate the resistance R using Ohm’s Law. Knowing the thickness of the top layer of silicon,
the sheet resistance and the resistivity can be found.

Figure 17: Basic four-point probe schematic. [22]

Equation 16 shows the general formula used to determine sheet resistance from a fourpoint probe measurement:
U

V

= WX
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where Rs is the sheet resistance, V is the measured voltage, and I is the provided current. The
resistivity can then be calculated by multiplying Rs by the thickness of the top layer, and the
carrier concentration can be determined from there. This equation is accurate for the case
when the separation between the probes is comparable to or greater than the thickness of the
sample, as is the case with the top silicon layer measured for this work. The measurements are
taken, the resistivity is calculated, and then finally the carrier concentration is calculated using
Equation 3.2.1.4.

3.2.2 Secondary Mass Ion Spectroscopy (SIMS)
The four-point probe system in the lab is accurate, but the precision of the
measurement is lacking as the probe can only reach a few significant figures when measuring.
In addition, although the equation used to calculate the sheet resistance is most accurate for
use with a thin film, as with our top silicon layer, it is designed for measuring a surface with
area comparable to a full wafer, rather than the wafer pieces used in this work. The calculated
carrier concentration is therefore not necessarily the actual value of the carrier concentration
in the sample, although it is generally close.
SIMS (secondary ion mass spectrometry) measurement provides a more accurate value
for the concentration, as well as confirming the thickness. SIMS is performed by bombarding
the sample surface with a beam of ions, causing the ejection of ions from the surface. These
sputtered ions are then collected and mass analyzed using a mass spectrometer to identify their
atomic species.
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Figure 18: Operating principle of SIMS (Secondary Ion Mass Spectrometry). The ion beam incident on the
surface releases other ions, which are measured to characterize the sample. [23]

SIMS analysis is a destructive technique, although fortunately only a small area was
needed from each sample. The SIMS used in this work was performed at QSpec Technology
using a primary ion beam with species O2+ and secondary ion detection of positive ions. The
measurement gives a depth profile showing the concentration of ions at increasing depth, and
measured both boron ions and silicon ions. The SIMS provides both an accurate concentration
profile and an indication of the thickness of the top layer of silicon, as the boron concentration
drops off rapidly once the oxide layer is reached.
While SIMS is very accurate and gives an excellent measure of the concentration profile,
it is also expensive. In this work, only a few samples were measured using SIMS; the SIMS
measurements were used to verify that the four-point probe calculations were accurate within
reason. Data from the SIMS measurements is discussed in Section 4. With these measurements,
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the samples were completed and characterized and ready for the determination of the THz
refractive index.

3.3 Photoconducting Antenna Terahertz System
With the samples successfully fabricated, they must be measured. A THz-TDS system
with a PC antenna generator is used for measurement in the 0.2-2 THz frequency range. Figure
19 depicts the structure of the THz-TDS system as used for this work; this section will discuss
each piece of the schematic and how it works together.

Figure 19: Diagram of PCA THz-TDS system at RIT. Frequency range of THz generation is 0.2-2 THz. The
square wave acts as a reference for the Lock-In Amplifier.

An initial femtosecond laser pulse train (~835 nm, 250 fs), is generated using a modelocked Ti:Sapphire laser system at 8.5 watts. The pulse train travels until it encounters a beam
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splitter, which divides the beam in two; one segment will go to the PCA that acts as an emitter,
and will become the THz pulses, while the other segment will travel to the detector chip and
activate it, allowing measurement to occur. The emitter is a photoconductive THz antenna with
a microlens array, a gallium arsenide (GaAs) chip with a low-temperature grown GaAs
absorbing layer, and a hyperhemispherical silicon lens (Figure 20). The microlens array focuses
the arriving femtosecond laser pulses into the spaces between the PCA electrodes, allowing the
‘switch’ to activate and generate a THz pulse, and minimizing the amount of signal cancelling
from opposing signals. (Without the microlens array, the laser pulse is incident across the entire
array of electrodes, producing signals that are polarized opposite to each other – the signal
from the (+,-) gap counters the signal from the (-,+) gap all the way down the line. The lens
array ensures that only (+,-) or (-,+) pairs are activated.)
The GaAs chip contains intentional defects to modulate the carrier recombination time
to a few picosecond duration. A 15 V DC bias is applied across the electrodes (with a square
wave pattern, as seen in Figure 19), to store up energy which is, when the electrodes are struck
by the pulse train, released in the form of THz frequency EM waves. The hyperhemispherical
silicon lens, with high resistivity, is designed to collimate these THz waves, which are initially
randomized; this increases the coupling efficiency of the electrodes and improves the THz signal
output.
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Figure 20: Photoconducting antenna used in THz generation for this work.

In the system used for this work, the emitter and detector chips are placed at either end
of an extinction box, which is sealed and pumped with compressed air during measurements.
The intent is to reduce the humidity inside the extinction box, a necessity due to how quickly
water absorbs THz radiation. With sufficient humidity, the signal would be unreadable due to
attenuation. With the low humidity, the collimated THz pulses propagate through air and are
directed through the placed sample. The THz pulses penetrate the sample and continue
propagating, having undergone amplitude and phase changes, until they reach the detector
chip where these changes are measured.
The detector chip is identical to the generator chip, save that instead of being
connected to the DC voltage source, it is connected to a lock-in amplifier for measurement. In
order for the detector to actually detect the transmitted THz pulses, the other half of the
original laser pulse train must be used as a reference signal. The laser pulses must reach the
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detector chip with precise timing in order to measure the full terahertz pulse; this is enabled by
use of a Zaber delay stage, which uses a moving mirror to change the path length of the pulse
train on the emitter side – although it cannot do so too drastically, because in order for the
measurement to be valid both the detector and the emitter must receive the same laser pulse.
Minimal motion, however, simply manipulates the arrival time of the transmitted pulses and
causes interference with the photocurrent generation, which is proportional to ETHz, the
terahertz electric field. The lock-in amplifier processes the data collected and, based on the
photocurrent generation, calculates ETHz across the entire THz pulse.
In order to cancel out the background noise, measurement of a sample must be
performed against an air reference or against a substrate specimen, in which the top Si layer
and the oxide layer are removed. The process utilized in this work was generally to measure
one sample, then an air scan, then a substrate reference scan, followed by the next sample,
then repeat. This ensured that shifting conditions could not noticeably affect the results, since
the reference scans were performed constantly throughout the process. Data extraction used
the air scan as a reference for the substrate scan to determine the refractive indices for the
substrate, and then subsequently used those values to calculate the refractive indices of the
actual samples, using the substrate scan as a reference for the sample. This will be discussed
further in the next section, but is mentioned here to explain why minimizing any possible
deviation due to changing conditions is important.
The lock-in amplifier reads the photocurrent data and a LabView program is then used
to interpret this data in order to display a real-time measurement of the THz pulses. The
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measured THz pulse is displayed in real-time as data is collected, allowing for immediate
observation of possible system disruption.
In order to measure higher THz frequencies (in the 2 to 8 THz range), a different system
would have been needed. The preferred method would be to use an air-plasma optical
rectification system that generates a signal in the desired range. The air-plasma system
generates THz pulses by exciting either ambient air or selected gases with a high-intensity
femtosecond laser pulse, using third-order nonlinear optical effects to generate the terahertz
radiation. Due to technical limitations, this was left for future work.

3.4 Methodology for Data Interpretation - Transfer Matrices
The PCA terahertz system does not, unfortunately, output data conveniently already in
the form of the terahertz refractive index. As such, a methodology must be developed to
interpret the output the system does give, namely a set of data points for time vs. signal. Time,
in this case, represents the delay in the arrival of the pulse, and is directly taken from the
movements of the mirror on the delay stage. The signal is a direct measurement of the voltage.
In performing THz-TDS, the output data is, as mentioned, in time domain form. As it is
necessary to convert this to frequency domain, a discrete Fourier transform (DFT) must be
performed on the output data. This Fourier transform also serves the purpose of designating
only the main THz peak for analysis in order to eliminate possible sources of internal THz
reflection. This is accomplished by selecting a region of the time domain that incorporates only

42

the main peak, rather than by attempting to mathematically remove the second peak; it is
simpler and likely more effective.
Even once the output is converted into frequency domain, there is more to be done
before the refractive index is identified. The measurements obtained thus far come in three
pieces: A measurement of the terahertz signal after passing through air, which becomes the
baseline; a measurement of the signal after passing through the undoped silicon substrate, the
reference; and a measurement of the signal after passing through the full sample, including the
doped top silicon layer as described previously. The interest lies only in the effect that the
doped top silicon layer has on the terahertz signal; the effects of the base silicon layer and the
oxide layer are ultimately not of use to the final results. However, it is not possible with current
technology to only have such a thin (200 nm) layer of doped silicon with no support; indeed, it
would be highly impractical to work with, even if it was possible.
The solution to this dilemma is found in the form of transfer matrices. The transfermatrix method is a well-known technique in optics used to analyze electromagnetic waves
propagating through a layered medium – such as the three-part medium used in this work.
Figure 21 shows a simplistic but illustrative example, showing the transmitted and reflected
wave vector and electric field of an incident electromagnetic wave on a single dielectric layer.
E0 is the electric vector of the incident beam (which would be the THz pulse), while E0’ is the
vector of the reflected beam off of the first material boundary. E1 therefore is the electric
vector of the beam in the first layer of material, with its reflected counterpart E1’ showing the
returning wave from the second material boundary; ET is the transmitted wave after the
material has been passed through, which corresponds to the actual measured THz pulse.
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Figure 21: Basic schematic of transfer matrix method, with two layers. [1]

The transfer matrix treats the overall transmission (and reflection) as the sum of the
overall set of transmissions (and likewise reflections) and uses the Fresnel equations to describe
them. The result is a matrix, M, which describes the entire transmission and reflection after
passing through a stack of layers, which we designate L1, L2...Ln. The matrix uses cosine and sine
terms to take the effects of angles of incidence into account.
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In Equation 17, L represents the total layer thickness (as in Figure 21), k is the
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wavenumber (
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), and n1 is the refractive index of the layer. The electric and magnetic fields

are considered to be continuous at the layer interfaces. The final matrix M is a combination of
the matrices for each individual layer, each of which will have an individual L and n value. The
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complex transmission t (qr ) and the complex reflection r ( q( ) are able to be expressed in a
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simplified matrix in terms of M (Equation 18) and solved (Equation 19) for use in the refractive
index calculations.
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Using these matrices and the measured THz transmission, it is possible to solve for the
refractive index of the top Si:B layer. The measurements are taken for the THz pulse passing
through air, through the base silicon substrate, and through the full three-layered sample;
these are designated E0, ERef, and Esam in our treatment, where Esam is equivalent to ET, the full
transmission. The silicon substrate is scanned separately and can be fully solved; the oxide layer
is of known properties and can be solved, leaving only the top Si:B as an unknown factor. The
q

complex transmission qz is used to extract the refractive index of the top layer using the
(

measured values of

q{|}
q~9:

.

Figure 22 shows the application of the transfer matrices to solve for the complex
refractive index ñ as performed in this work. Step 1 compares the measured transmission of the
bare silicon substrate to air; step 2 compares the measured transmission of the complete
sample (base silicon, oxide, and Si:B) to the transmission of the bare silicon, with correction
factors (l1, l2…ln) equal to the thickness of a given layer used to correct for the additional
distance the THz pulse has to travel through air to reach the bare substrate.
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Figure 22: Explanation of the calculation of THz refractive index using transfer matrix method on the main
absorption peak. [1]
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CHAPTER FOUR: RESULTS
4.1 Overview
The measured samples can be divided roughly into three categories: Low-dopant
samples, high-dopant samples, and one extremely highly doped sample. These divisions are
generally the points where the dopant and/or THz signal acts differently, assuming all the
samples are made identically. In some cases, this would invalidate the results as noise
overcomes the signal, making the data both unpredictable and unviable.
The three categories will be discussed in order. In each section, there will be a
discussion of the results obtained, how viable they are, and if they are not viable, how to go
about fixing the problem or how an attempt to fix the problem was made.
As mentioned briefly earlier, this data only covers the THz range possible using a PCA
terahertz system, in the 0.2-2 THz frequency range. Future work is intended to expand the
measured frequency range by taking measurements using an optical rectification THz system,
which measures a frequency range of 1-8 THz; this will allow for a clearer picture and, to some
extent, a confirmation of the overlap frequency range (1-2 THz). The frequency range covered
by the PCA system, though, includes the most significant part of the refractive index curve, as it
decreases with the increased terahertz and mostly has flattened out by the 2 THz point.

4.2 Low-Dopant Samples: Wafer of Unknown Origin
This category consists of five samples fabricated with boron implanted into a p-type Si
layer on a purchased silicon-on-insulator (SOI) wafer that had been made using SmartCut
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technology as described in Section 3.1. It was intended for this wafer to have a 500 nm top Si
layer, but SIMS analysis later showed that this set of samples was made with a 300 nm top Si
layer. The SIMS analysis of carrier concentration was also used to provide a reference point for
the accuracy of the four-point probe measurement; while the values did not match up precisely
(especially for the lower dopant samples, where SIMS analysis is less accurate) it proved to be
within reasonable tolerances.
Inserted boron
dosage
(atoms/cm2)

Resistivity (ohmcm)

Carrier
concentration
(calculated) (cm-3)

1.00 x 1012
3.00 x 1012
5.00 x 1012
2.00 x 1013
4.00 x 1013

N/A
0.40233
0.21684
0.07962
0.04728

N/A
4.11 x 1016
8.71 x 1016
3.30 x 1017
7.04 x 1017

Carrier
concentration
(SILVACO
predicted) (cm-3)
2.00 x 1016
6.00 x 1016
1.00 x 1017
4.00 x 1017
9.00 x 1017

Carrier
concentration
(SIMS) (cm-3)
N/A
N/A
3 x 1017
N/A
1 x 1018

Table 1: Carrier concentration determination of low-dopant samples, original set.

When the original set of samples was measured, they returned results that showed a
large portion of noise (Figure 23); the supposed refractive index curve behaving not at all as a
curve, and in fact oscillating rapidly when it showed any consistent behavior at all.
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Figure 23: Drude comparison to measured refractive indices of low-dopant samples, n.

Figure 23 shows the Drude predictions give a set of decreasing curves (depicted as solid
lines), while the actual measured values of the real component of the THz refractive index
(depicted as a series of measured points) appear to be primarily noise. The measured curves
show a slight tendency to form a decreasing exponential curve, but the curve is neither smooth
nor, even, always a decreasing curve as seen for a carrier concentration of 4.11×1016 cm-3.
Moreover, the measured values do not even appear to have a correspondence with the carrier
concentration; their magnitude appears random.
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Figure 24: Drude comparison to measured refractive indices of low-dopant samples, κ.

Looking at the imaginary component (or the extinction coefficient) of the same
measurements, it is easy to see that the same dissociation from the predicted values occurs.
Essentially, the signal is indistinguishable from the noise. The system has successfully measured
equally low dopant levels previously when working with n-type dopant, so it was considered
unlikely to be a fault in the system.
Sample characterization was performed using SIMS analysis on one of the low-dopant
samples to examine the problem, specifically one with inserted dopant of 5 x 1012 cm-2. When
the results were analyzed, they showed that the samples were fabricated on a 300 nm top Si
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layer instead of the intended 500 nm top layer, as indicated by both the fall-off of the boron
concentration and the increase of ionic silicon in the analysis (Figure 25, 26). The SIMS analysis
also showed that the concentration levels were as anticipated and the concentration profile
was reasonably flat.

Figure 25: Boron concentration in sample with an inserted dose of 5x1012 cm-2. The peak at approximately
0.3 microns indicates the boron segregation just inside the oxide layer, where it is transparent to THz
scanning.

A second sample was later analyzed using SIMS in order to check that the 300 nm
thickness value for the top silicon was consistent across the sample group, rather than a facet
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of where on the sample the SIMS was performed. While the initial sample that had been
analyzed (with inserted dose 5 x 1012 cm-2) was chosen for being neither on the high end or the
low end of doping concentration among this set of samples, the sample used for further
checking was the highest-doped sample among the group of lower doping level samples; in this
case, with an implanted dose of 4 x 1013 cm-2 of boron. The SIMS analysis of the second sample
confirmed the thickness of the top Si layer at 300 nm rather than the expected 500 nm. (Figure
27 & 28)

Figure 26: Secondary ion counts in sample with inserted dopant 5x1012 cm-2. The step at 0.3 μm is
consistent with reaching the oxide layer.
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Figure 27: Boron concentration in sample with inserted dopant 4x1013 cm-2. The concentration of boron
drops off quickly after the 300 nm mark, confirming the thickness in conjunction with the first test.

This discrepancy in the thickness of the top Si layer seemed to be the likely source of the
extremely noisy signal, as with such low concentrations of boron impurities in the top layer, a
thicker layer would be needed to perform the measurements. Such a wafer was unable to be
acquired for financial reasons, so a second set of samples was fabricated on a 200 nm top Si
layer to provide additional confirmation of the source of the problem on the off chance that the
problem was something other than the thickness of the doped Si layer. While the thinner than
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anticipated layer of Si was suspected as the culprit, further investigation had shown that the
wafer used to create the first set of samples had been placed in an incorrect box and was of
unknown origin, so the additional set of samples would indicate whether it was some unknown
factor to do with the wafer that had caused the noise problem or if it was, indeed, simply a
factor of thickness.

Figure 28: Secondary ion counts in sample with inserted dopant 4x1013 cm-2. The spike at 0.3 μm is
consistent with reaching the oxide layer as seen in Figure 26.
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4.3 Low Dopant Samples: 200 nm top Si
The samples created to replace the unsatisfactory samples made with the wafer of
unknown origin were fabricated in the same manner as the original samples – boron implanted
into a p-type Si layer on a purchased SOI wafer that had been made using SmartCut technology.
In this case, the wafer was a known quantity as it was also used to fabricate the high-dopant
samples, as will be discussed in Section 4.4.
Inserted boron
dosage (atoms/cm2)

Resistivity (ohm-cm)
(cm-3)

Carrier concentration
(Calculated) (cm-3)

1.00 x 1012

Unable to be
measured
0.33906
0.16828
0.05359
0.03390

Unable to be
measured
5.04 x 1016
1.20 x 1017
5.85 x 1017
1.17 x 1018

3.00 x 1012
5.00 x 1012
2.00 x 1013
4.00 x 1013

Carrier concentration
(SILVACO predicted)
(cm-3)
3.20 x 1016
1.00 x 1017
1.70 x 1017
7.30 x 1017
1.70 x 1018

Table 2: Carrier concentration determination of low-dopant samples, 200 nm top Si layer.

When the THz refractive index of these samples was measured, a similarly inconclusive
response was found as for the original set of samples. However, the sample with the highest
carrier concentration (1.17 x 1018 cm-3) appeared to follow the Drude prediction as far as the
shape of the curve went, matching magnitude as well for the real component of the refractive
index. The offset of magnitude for the imaginary component k is something that the cause of is
not yet certain for; it will be discussed further in Chapter 5.
This data was not conclusive enough to truly determine whether something was
inherently wrong with the original set of samples. The closest thing to an indication one way or
another was that the curve corresponding to the highest concentration (Figure 29) began to
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match the shape of the Drude prediction, as mentioned. However, it is worth noting that the
calculated carrier concentration for that sample (1.17 x 1018 cm-3) is somewhat higher than the
highest concentration of the original set of samples (7.04 x 1017 cm-3); the difference is enough
that it may have crossed into a concentration range that the THz system is capable of
measuring despite the noise.

Figure 29: Drude comparison to measured refractive indices of low-dopant samples, n.

While the apparent correspondence of the real component of the measured refractive
index of the sample with the highest carrier concentration with the Drude prediction is a
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promising sign, it is not enough to validate the set of lower dopant samples. For one thing, the
curve of the extinction coefficient κ (Figure 30) does not match nearly as well. The one thing
that is clearly determined is that it is difficult to measure the refractive indices of low-end
carrier concentrations with this system – which, at least, gives a possible explanation for the
inconsistencies in the κ curve. It is reasonable to conclude from this that a different approach
would be needed in order to attain an accurate measurement of low concentrations – such as
the originally intended thicker top Si layer (a technique that had proven useful when measuring
the n-type THz refractive indices in previous work (Jen, Chih-Yu).)

Figure 30: Drude comparison to measured refractive indices of low-dopant samples, κ.
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4.4 High Dopant Samples: 200 nm Top Si
This category consists of five samples fabricated using the same method and wafer as
the samples discussed in Section 4.3 (Low Dopant Samples: 200 nm Top Si). These five samples
were made prior to the fabrication of the samples in Section 4.3. One of these samples was
characterized using SIMS analysis, which both served as a way to judge how accurate the fourpoint probe measurements were for determining carrier concentration and confirm the
thickness of the top Si layer at the intended 200 nm. These measurements were actually
performed twice, on different days, to confirm that the first results were not a result of a quirk
of the PCA system.
Inserted boron
dosage
(atoms/cm2)

Resistivity (ohmcm)

1.00 x 1014
2.30 x 1014
4.00 x 1014
1.00 x 1015
1.50 x 1015

0.02285
0.01051
0.00823
0.00344
0.00214

Carrier
concentration
(calculated)
(cm-3)
2.17 x 1018
7.40 x 1018
1.06 x 1019
3.20 x 1019
5.31 x 1019

Carrier
concentration
(SILVACO
predicted) (cm-3)
4.28 x 1018
9.00 x 1018
1.72 x 1019
1.00 x 1020
6.45 x 1019

Approx. carrier
concentration
(SIMS)
(cm-3)
N/A
N/A
N/A
5 x 1019
N/A

Table 3: Carrier concentration determination of high-dopant samples.

It can be noted that in simulating the expected carrier concentration prior to actual
measurement, the sample with inserted dose of 1 x 1015 cm-2 was predicted to have an
unusually high carrier concentration, exceeding that of a higher doped sample. Actual
measurements using a four-point probe to measure the sheet resistance and then calculate the
resistivity and carrier concentration showed a more reasonable progression of carrier
concentration, and SIMS analysis on the sample showed better agreement with the calculated
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carrier concentration than with the prediction. It has therefore been assumed that the
simulation was inaccurate and the measured values are more in line with reality.

Figure 31: Boron concentration in sample with inserted dopant 1x 1015 cm-2. The profile shows an
approximate flat concentration of 5 x 1019 cm-3 and drops off after approx. 0.2 μm.

The actual measurements show significantly more promise than the noise seen by
measurement of the lower-doped samples. The measurements were actually taken twice, and
showed similar results both times. As seen towards the higher concentrations of earlier samples,
the real component of the complex refractive index corresponds with the Drude prediction
more closely than the imaginary component. In this set of samples, however, the extinction
59

coefficient κ corresponds significantly more closely in magnitude with the Drude prediction
than in the set of samples with lower dopant.

Figure 32: Drude comparison with measured values of initial trial for high-dopant samples – n. While the
curves do not all align perfectly, there is a surprising amount of correspondence.

Figure 32 shows the results of first measurement performed on this set of samples,
specifically the real component of the refractive index. The top curve, with a carrier
concentration of 5.31 x 1019 cm-3, follows the Drude prediction nearly exactly – there are minor
deviations, particularly as the frequency moves towards the limits of accuracy of the PCA
system, but the overall measured values are suggestive. The lowest curve, with carrier
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concentration of 2.17 x 1018 cm-3, likewise shows the measured values following the Drude
prediction early before deviating. The intermediate curves, interestingly, show different
behavior; the measurements of the 3.20 x 1019 cm-3 and 1.06 x 1019 cm-3 samples are slightly
offset from the Drude prediction early, but move towards agreement at higher frequencies.
Future measurement using a terahertz system with a higher frequency range is desired to see if
the trend continues.

Figure 33: Drude comparison with measured values of second trial for high-dopant samples, n. The overall
picture is similar to the first trial, but noise seems to have influenced the curve corresponding to the lowest
carrier concentration.
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Comparing the measured values of the refractive index from the second set of
measurements (Figure 33) to the Drude shows results similar to the initial measurement, but
with slight differences. The most notable difference is that the lowest curve, 2.18 x 1018 cm-3, no
longer shows the strict early adherence to the Drude prediction. While the measured values are
near the predicted curve, they do deviate slightly – although the adherence is still suggestive.
The other curves show similar behavior to the first measurements, as might be anticipated;
though different conditions change the measurements slightly, the overall picture remains the
same.

Figure 34: Drude comparison with measured values of initial trial for high-dopant samples – κ.
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Although the real components of the complex THz refractive index seemed to
correspond to the Drude prediction as seen in Figure 32 and 33, that does not in and of itself
indicate a full agreement with the theory. The extinction coefficient κ, the ‘imaginary’
component of the refractive index, must also show agreement – which, as seen in Figure 34, it
does, inasmuch as shape of curve goes. The κ values are noticeably offset from the predicted
curve, however – which could indicate several things, which will be discussed in the following
section.

Figure 35: Drude comparison with measured values of second trial for high-dopant samples – κ.
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The second measurement performed on this set of samples again produces similar
results to those seen from the first measurement. The measured values once more agree with
the predicted values to some extent, but with an offset. The sample with the lowest
concentration (2.17 x 1018 cm-3) corresponds more closely in this measurement – potentially an
indicator that at that concentration, signal noise is still relevant, especially at higher THz
frequencies that approach the limit of the system.

4.5 Extremely Highly Doped Sample: 200 nm Top Si

The final category of samples was occupied by a single sample with an implant dose of
1 x 1016 cm-2 of boron. In all other respects it was fabricated identically to the previously
described samples, but it is placed here in its own category as, unlike every other sample, not
all the inserted boron could be activated. Simulations were run for a variety of different drive-in
diffusion recipes to attempt to find one that would activate all of the inserted dopant while also
lasting long enough to process properly, but in all cases there remained a fair amount inactive
(Figure 36). This is not surprising, as at this doping level the concentration is just passing the
solid solubility limit of boron in silicon for the temperatures at which annealing is performed.
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Figure 36: Simulation of sample with 1x1016 cm-2 inserted dopant. The green line represents the total boron
inserted into the sample during the doping process, and is noticeably higher than the other lines which
represent the total activated boron after the drive-in procedure.

Despite the simulation indicating that not all the dopant would be activated, the
decision was made to go ahead with this sample anyway. The sample was made as intended
but there was difficulty in determining an accurate value for the carrier concentration. As usual,
a four-point probe measurement was performed to determine the sheet resistance Rs and used
to calculate the resistivity. The resistivity was then used to calculate a value for the carrier
concentration as described in Section 3.2.1.However, the measured Rs of this particular sample
worked out to an extremely low carrier concentration (Table 4) – significantly lower than the
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highest-dopant sample from the group discussed in Section 4.4. The calculated concentration
also proved to be significantly lower than the simulation suggested the concentration of
activated boron would top out at. This is likely due to the excess boron that could not be
thermally activated affecting the resistivity (due to the solid solubility limit).
Inserted boron
dosage
(atoms/cm2)

Sheet
Resistivity
resistance Rs (ohm-cm)
(ohm/square)

1.00 x 1012

3108.95

Carrier
concentration
(calculated)
(cm-3)
4.71 x 1017

0.06217

Carrier
concentration
(SILVACO
predicted) (cm-3)
1.20 x 1020

Table 4: Carrier concentration determination of extremely highly doped sample.

Measurement proceeded as normal and produced results that were surprising in how
closely they matched the shape of the Drude prediction, though unsurprisingly offset in
magnitude (Figure 37). One thing of interest to note is that both the real and imaginary
components of the measured terahertz refractive index for this sample match the shape of the
Drude prediction quite well – and both are offset nearly the same amount. Despite the
measured values being the furthest offset from the Drude curve across all samples measured,
the two values agree with each other the best among all the measured samples.
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Figure 37: Drude comparison of highest-dopant samples. Top: Real component, n. Bottom: Imaginary
component, κ.
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CHAPTER FIVE: CONCLUSIONS
The question asked at the beginning of this work was, as stated in Chapter 2, “how well
does Drude predict the free hole response of p-type silicon?” At the end of this work, it is worth
returning to this question and addressing it directly.
On first glance, it appears the answer to the question is “surprisingly well.” Excluding the
samples where the measured signal is clearly more noise than signal, the measured curves of
the complex refractive indices of doped p-type silicon match the Drude quite closely in shape
and equally well, if not better, in magnitude. Admittedly, the real components match more
closely than the imaginary components, but even the latter share the curve shape and are
surprisingly close in magnitude. Indeed, the results are quite promising, and at the very least
the indication is that the Drude model is sufficiently accurate that it can be used to predict the
THz refractive indices of p-type silicon well enough to develop further technologies – which, in
truth, was already assumed. The lack of better predictive models has already led the Drude
prediction to be widely used in the terahertz field. These results simply add evidence that the
assumption is not off base. This is a wholly practical outlook, with little implication beyond
adding a bit more assurance to the field.
On a theoretical level, the implications are both farther reaching and less well supported.
Speaking on a purely theoretical level, the Drude prediction matching the actual results
anywhere near this well is a shock, although perhaps less so with the knowledge that
measurements of n-type doped silicon corresponded closely with the Drude model. Of course,
the p-type doped silicon, with the more complicated behavior of its carriers (holes, rather than
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electrons), could still have easily been anticipated to not match the Drude prediction, even
more so than the n-type; the band structure of the p-type silicon simply has even more points
where most predictions of free carrier behavior would indicate deviation from the Drude (not
the least of which being that p-type silicon should have three separate scattering times, as
opposed to the Drude model’s single parameter for scattering time). However, these
implications are so far just that: implications, and preliminary ones. It is truly unfortunate that
the intended second set of measurements, with a wider terahertz frequency range, were
unable to be made. The additional measurements on a different system would have provided a
significant additional set of data points and, should the overlap range (1-2 THz) have matched
up, provided some level of confirmation that the correspondence with the Drude was not a
quirk of the system or even a measurement error. It is early to truly say that a conclusion can
be drawn from this data that has a wide impact on the theoretical level; however, the outlook
seems promising.
While on a theoretical level the question of this work may be desiring of more research
before drawing conclusions, on a more practical level of direct implementation, the question
posed by this work can be safely said to be answered. The answer that can be seen is that
Drude’s model predicts the behavior of the free carriers in p-type doped silicon quite well
across a wide range of doping levels. In addition, the complex terahertz refractive index has
been measured and recorded for these given doping levels and the frequency range available,
and can potentially be used in terahertz-based applications. The procedure for measurement is
understood and can be performed in the future for other doping levels and other frequencies if
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needed; alternately, the Drude model can simply be used, since enough correlation was shown
to increase confidence in said prediction.
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CHAPTER SIX: FUTURE WORK
As has been mentioned, this work can be supported by a measurement of the same
samples using a system with a higher terahertz range. This is the obvious outlet for future work
in this direction, both to observe the refractive index curve at larger THz frequencies (1-8 THz)
and to be able to compare the measured data in the overlap region (1-2 THz). If the refractive
index curve measured using this system also showed Drude behavior, it would be a strong
indicator that the observed behavior is indeed accurate, since it would be confirmed using an
entirely different method of generating THz. If the curve measured with the optical rectification
system did not show the Drude behavior, it would indicate that there is more to be investigated
here; either outcome would be beneficial.
Another possible place to direct future work can be found in some of the shortcomings
of this work, specifically in the area of low-dopant samples. The majority of the samples proved
to simply return noise when measured using the PCA terahertz system, but it was known that
the samples were not fabricated as intended. In fact, previous work (with n-type silicon) had
shown similar behavior for low-dopant samples with a top silicon layer of insufficient thickness;
there was simply not enough dopant in such a thin layer to adequately perturb the THz pulse
for measurement. While lack of funding prevented the acquisition of a wafer with sufficiently
thick top silicon to fabricate new samples during the course of this work, this could be
remedied in the future, and fixing this problem would expand the range of dopants that have
been investigated successfully. As much of the previous body of work on similar topics has
focused on the low-dopant region, having the low-dopant samples in our range allows for more
direct comparison with previous works.
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There is certainly more to look into using what has been discussed here as a starting
point. One likely direction for future research will be to investigate why the Drude prediction
seems to work, in defiance of what is expected by modern quantum theory. Some such work is
already ongoing for n-type silicon, and indeed some possible explanations have been discussed.
The more complicated band structure of holes means that there is more that needs to be
explained for p-type silicon’s adherence to the Drude than there is for n-type’s; this only makes
it more promising as a direction for future investigation.
These are the most likely outlets for future work in a similar area; other possible but less
likely directions include widening the doping range (which requires solving the problem of
inactive boron at high doping levels) and potentially studying other semiconductor materials
(which may not have the same body of work behind them as silicon does, and may not share
the same properties that make silicon ideal). For practical terahertz applications that may
expand from this work, these are the likely avenues. The theoretical aspects, however, show
the most potential for real impact.
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