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Abstract:
Due to their usefulness in tracking the evolution of man and the discovery that they cause many
different diseases, the scientific community has become extremely interested in mitochondrial
DNA (mtDNA) mutations. PCR is a key component in nearly all genotyping methods, but using
it can be problematic for mtDNA since mtDNA’s highly polymorphic nature makes it difficult to
design adequate primers. This is because polymorphisms can easily obscure the source sequence,
preventing primers from annealing properly. For this reason, we modified a popular online
primer design program, Primer3, to create mtPrimer3, a primer design program specially
designed to create primers for mtDNA. mtPrimer3 creates primers that avoid highly
polymorphic areas, to greatly increase the chances that the primers will properly anneal, and
include areas that are unique to mtDNA only, so that false positive results are not generated by
accidental annealing to nuclear DNA. This is accomplished by 1) checking the stretch of
sequence that a primer anneals to against a database of known mitochondrial polymorphisms,
and 2) by submitting the primers to BLAST to see if there is significant homology with human
genomic DNA. If a primer pair has too many polymorphisms, then it is disqualified from being
a “good” primer pair. The primer pairs that have been submitted to BLAST are scored based on
a custom-designed scoring system, a harmonic mean that negatively penalizes primers with low
expect values. The primer pairs are then ordered from greatest to least and the top scoring
primer pairs are emailed to the user. In this way, mtPrimer3 creates primers that are suited for
working with mtDNA.
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Introduction:
Mitochondria are known as the powerhouse of the cell; and, like their nickname connotes,
they power all of the processes in animal cells. While mitochondria are best known for
producing Adenosine triphosphate (ATP), which provides energy to run the various reactions
throughout the cell, they are also involved in controlling apoptosis, regulating the cell cycle,
calcium trafficking, and the production of heme, ketones, and uridine (Mineri, 2009). It is also
hypothesized that the degradation of mitochondrial function is one of the causes of aging (Lanza,
2010; Chan, 2006).
Energy is harvested and used to form ATP from glucose, a basic sugar, via a process
called oxidative phosphorylation that takes place using a structure in the inner membrane of
mitochondria called the Electron Transport Chain (ETC). The ETC takes energy-carrier
molecules, specifically FADH2 and NADH, that are created by processing glucose through the
citric acid cycle and glycolysis to create ATP. Through a series of oxidoreduction reactions,
FADH2 and NADH donate electrons that get passed down the ETC to create a proton gradient
and eventually, the protons are finally donated to an oxygen atom forming ATP and water
(reviewed by Mineri, 2009; Turnbull, 2010). The ETC is composed of a number of different
proteins, some of which are coded by the mitochondrial genome. The mitochondrial genome
encodes 13 of approximately 90 protein subunits in the ETC, while the rest are coded by the
cell’s nuclear DNA (nDNA) (Mineri, 2009). The thirty-seven genes encoded by the
mitochondrial genome correlate to 22 mitochondrial tRNAs, 2 rRNAs, and the afore
mentioned13 protein subunits of respiratory complexes I, III, IV, and V. The location of these
genes is shown on the map in Figure 1 (Chan, 2006).
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Because of similarities between mitochondria and free-living bacteria, including similarities in
their DNA, it has been hypothesized that mitochondria are descended from free-living bacteria.
They are most likely a relative of α-proteobacteria that were phagocytosed by a heterotrophic
cell. This hypothesis is called the Endosymbiosis theory (Margulis, 1993), and explains why
mitochondria have their own DNA, proteins, and codons. It also explains why they have two
membranes, have the same staining patterns as free-living bacteria, and are able to replicate
separate from the rest of the cell cycle (reviewed by Kutschera, 2005). In further support of this
theory, mitochondrial DNA (mtDNA) and prokaryotic genomes share numerous characteristics
such as a circular structure, having very little non-coding sequence, and areas where genes
overlap. Despite the general prevalence of coding regions, there is one area of the mitochondrial
genome that contains a fair amount of non-coding sequence called the D-loop, or displacement
loop (Anderson, 1981). The D-loop is somewhat similar to a bacterial ori site in the sense that
they are both origins of replication for their respective genomes. The D-loop contains sequences
for both the initiation of replication and of transcription, making it an essential part of the
mitochondrial genome (Turnbull, 2010).
The mitochondrial genome is as much as 10 times more polymorphic than nDNA, and is
quite vulnerable to damage. It has been hypothesized that this is because mtDNA has very few
repair mechanisms in place and unlike nDNA, has no histones to protect the DNA, and because
the oxidoreduction reactions in the ETC produce reactive oxygen species (ROS) that, due to their
reactive nature, can damage DNA(Turnbull, 2010). However, recent evidence has shown that
mtDNA repair is more extensive than originally thought. At first, the only accepted mtDNA
repair mechanism was short-patch base excision repair (SP-BER), which replaces one nucleotide
by using DNA glycosylase, apurinic/apyrimidic (AP) endonuclease 1 (Ape1), DNA polymerase
γ (and its associated abasic lyase function), and mtDNA ligase. However, this repair mechanism
3

by itself is insufficient to repair the various lesions in mtDNA, although it does keep down the
prevalence of single nucleotide polymorphisms (SNPs), which are conserved, single base pair
changes in a DNA sequence. Now evidence shows that mtDNA repair includes long-patch base
excision repair, mismatch repair, homologous recombination repair, and nonhomologous endjoining (Liu, 2010).
Despite all of these repair pathways, there are still many polymorphisms in mtDNA, and
accumulation of DNA damage can cause difficulties in replication and transcription. This is
especially a problem in mitochondria because there is very little non-coding sequence and
mutations can easily cause biochemical defects. Since mtDNA is at such a risk, another way that
mitochondria protect their DNA, in addition to DNA repair, is by having multiple copies of it.
Most mitochondria have between 2 and 10 copies of their DNA, which nets between 1000 and
100,000 copies of mtDNA per cell because there are multiple mitochondria in a cell. As a result,
diseased phenotypes only tend to show up if there is a high concentration of mutated mtDNA in
the cell (generally 70%-90%) (Turnbull, 2010). This implies that these mutations are important.
SNPs are normally biallelic, and are only considered valid if the less frequent allele has a
frequency of greater than or equal to 1%. Otherwise, it is considered too rare to be considered of
much consequence due to the difficulty of detection and the expense involved in finding
mutations with frequencies of less than 1% (Vignal, 2002). SNPs have recently become of great
interest for a variety of reasons. One reason is that many mitochondrial diseases, such as agerelated hearing loss, Alzheimer’s disease, and LHON (Turnbull, 2010), have been associated
with mtSNPs.
SNPs are generally inherited together in haplotypes. By knowing the haplotype of a
certain SNP, it is possible to estimate the values for the other SNPs in the same haplotype.
Potentially, by knowing a person’s haplotype, his or her disease risk can be determined. This is
4

done by taking a SNP test to determine what haplogroup the person falls under. A haplogroup is
a set of related haplotypes that share a common SNP.
Since
different diseases
have been
associated with
different
haplogroups,
knowing the
patient’s haplogroup should help determine their likelihood of getting a certain disease (Vignal,
2002). Additionally, haplogroups are also useful for evolutionary purposes which means that the
ability to better detect mitochondrial SNPs could greatly improve our understanding of human
history in addition to potentially paving the way for personalized medicine. Since mtDNA
follows a uniparental, maternal inheritance pattern, evolutionary histories can be constructed
without needing to worry about levels of complexity that are added by recombination of the
maternal genes with paternal genes. As can be seen by the simple human haplogroup map
shown in Figure 3, haplogroups cluster around certain populations, so that different haplogroups
are prevalent on different continents. Because evolutionarily speaking, people all came from
Europe, Asia, or Africa, these are the only continents that are displayed. The letters and numbers
in Figure 3 show the key (or primary) polymorphism (usually a SNP) that distinguishes one
haplogroup from another. This is where mtDNA’s high mutation rate is also an asset to tracing
the evolutionary roots of humans because there are more interesting “landmarks” to show where
new haplogroups have emerged (Elson, 2004).
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SNPs are amplified by using the Polymerase Chain Reaction (PCR) for most genotyping
methods. However, because mtDNA is highly polymorphic, it is more difficult to use PCR to
amplify SNPs. In most of the genotyping protocols that have been developed, primers and,
sometimes probes, are used. In order for primers and probes to work, they need to find an area
on the DNA where they can anneal. Polymorphisms make annealing difficult because the
primers and probes need to match some stretch of sequence almost exactly in order to anneal, as
can be seen in Figure 4. Polymorphisms can easily obscure the sequence that the primers and
probes recognize, making it far less likely that the primer or probe will find the exact match that
it needs. Once a primer or probe is attached to a section of DNA, then enzymes can come in and
either extend the primer, or cause fluorescence to identify the target sequence (Bartlett, 2003).
6

Since PCR cannot be conducted without primers, in order to help increase the throughput
of PCR, many people have started using primer design programs to help them choose good
primers. Unfortunately current primer design programs, such as Primer3
(http://frodo.wi.mit.edu/primer3/), a popular web-based primer design program, design useful
primers for genomic DNA, but lack some of the characteristics needed for designing successful
primers for mtDNA. Primer3 looks at the primers’ melting temperature, its length, GC content,
3’ stability, whether there is likely to be any secondary structure formed by it (e.g. a hairpin
loop), and the likelihood of mispriming (annealing to the wrong section of DNA) when selecting
its primers (Rozen, 2000). However, with the exception of mispriming libraries (of which there
are none for mtDNA) no system exists to avoid mutations in the sequence. There is also no way
to make sure that the primers will not anneal to a different set of DNA (i.e. primers for mtDNA
7

will not anneal to nDNA). These two problems will be fixed in our adaptation of Primer3.
A common way to compare a primer against nDNA is by using a program called the
Basic Local Alignment Search Tool (BLAST), specifically BLASTN
(http://www.ncbi.nlm.nih.gov/blast/Blast.cgi?PAGE=Nucleotides), which is used for nucleotide
sequences. BLAST is a tool used to rapidly compare a given sequence against a database of
other sequences to find sequence homology between them. BLAST will highlight significant
matches between the given sequence and sequences in the database. When BLAST is run on a
sequence, a report is generated, listing the sequences in the database that had matches with the
given sequence. The list is ordered by score, which indicates the strength of the match. BLAST
also provides an indicator of the biological relevance of a match in the form of an expect value,
or E value. More precisely, an E value calculates the probability that a given score would be
obtained by chance given parameters such as the database size. The chances of an exact match
are

, where x is the length of the sequence and 4 is the number of possible nucleotides that can

reside in any given position in the primer sequence (A, U, G, and C). For a primer of length 16,
the chances of finding an exact match are

%; and for a primer of length 27,

the chances of finding an exact match are even lower,

% (Altschul, 1990). If a

match is found to nDNA, it will likely create false positive results, making that primer
problematic.
Because a suitable primer design program for genotyping mtDNA requires a way to
avoid false positives and avoid highly polymorphic regions, mtPrimer3 was created from
Primer3 to incorporate these changes.
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Materials and Methods:
General Overview
mtPrimer3 was created by modifying
Primer3 and adding additional filtering
mechanisms. The general workflow of the
program can be seen in Figure 5. First, the
user inputs primer parameters such as the
area that the primers should flank and the
product length, and submits the information
to mtPrimer3. mtPrimer3 then internally
runs Primer3 against the revised Cambridge
reference sequence (rCRS) and stores the
Primer3 output in a file, the location of
which is stored in a database so that primers
are checked in a first-come-first-served basis,
simulating a queue. This ensures that even
when multiple users are accessing
mtPrimer3’s web interface at the same time,
the results will be delivered in a fair way.
To prevent mtPrimer3 from suggesting primers that occur in highly polymorphic regions, as soon
as the processor is free, the results are retrieved using the stored location, and the primers that
were returned by Primer3 are checked against an in-house database of mitochondrial
polymorphisms. After checking all the areas that unique primers would anneal to for
polymorphisms, the list of primers that made the cut will be submitted for BLAST against the
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human genomic + transcript database to ensure that the primers will not anneal to nDNA. After
these results are obtained, the primer pairs are scored, sorted, formatted, and emailed to the user.
Generating Candidate Primers
mtPrimer3 uses the program Primer3 to create an initial pool of candidate primers. To
make this program suitable for use with mtDNA the following settings were altered. First the
number of primer pairs generated was fixed at 1000 to balance the need for good candidate
primers with the need for computational speed. Second, the interface was modified such that a
sequence identifier, an email address, and a target are required, the target being the location of
the SNP of interest. Third, all functionality related to hybridization probes was removed because
there was insufficient time to incorporate the necessary measures to make mtPrimer3 work with
them. Finally, the source sequence was fixed as the rCRS.
Filtering Individual Primers and Creating Primer Pairs
The in-house database of polymorphisms, mtHaplogroups, which can be found at
https://momtong.rit.edu/cgi-bin/haplogroups/haplogroups.cgi, is written using mySQL.
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Figure 6 on the previous page shows the table structure of the database. The haplogroup,
subhaplogroup, locus of the polymorphism, the base pair position, base change, any amino acid
change caused by the base change, and links to supporting literature are shown. mtPrimer3 uses
mtHaplogroups to determine the number of mutations liable to affect the annealing of any
candidate primer by querying the database to see if there are any polymorphisms located along
the primer’s annealing site. This is done by using the “Basepair” column. Since the base pair
location of the polymorphisms in mtHaplogroups and the primers’ annealing sites are all
numbered based on the rCRS, the SQL query "SELECT DISTINCT basepair FROM
mtHaplogroups WHERE (basepair <= ?) AND (basepair <= ?)", where ? represents either the
start or end position of the primer, will obtain the positions of all polymorphisms listed in
mtHaplogroups along the region where the primer would anneal. The primers are ordered based
on the number of polymorphisms found to be associated with that primer from least to greatest.
mtPrimer3 will then write the unique primers that have the fewest number of polymorphisms to a
FASTA file to submit to BLASTN. In this way, candidate primers are accepted or rejected based
on the number of polymorphisms at their annealing site. However, since the primers with the
fewest polymorphisms may not form proper primer pairs with each other, further processing is
required. By taking a list of the primer pairs formed by Primer3, the previously selected primers’
partners are located, and the unique ones are also written to the FASTA file.
To ensure that the primers will not anneal nDNA, after the FASTA file of primers
without many polymorphisms is created, it is submitted to BLASTN to run against the remote
Human Genomic + Transcript database at NCBI, creating a list of sequences that had matches
against the primer along with the associated E values, what section of the primer matched, and
the start and end positions of the match. The E values for each primer pair are taken and plugged
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into a modified harmonic mean equation,

, where the value of penalty is either 1 (for an

E value greater than 1) or -1 (for an E value less than or equal to 1), depending on the values of
e1 and e2, to receive the score for the pair. The way this equation was determined is explained in
the next section. The primers are then sorted from greatest to least based on the score and the top
however many the user wanted are formatted into an HTML table and emailed to the user.
All edits to Primer3 were done in Perl on our in-house Bioinformatics development
servers.

Results:
Since current primer design programs cannot reliably produce good candidate primer
pairs for genotyping protocols for mtDNA, mtPrimer3 was created. mtPrimer3 adapts popular
online primer design program Primer3 to overcome two major obstacles, 1) mtDNA has more
polymorphisms than nDNA, which is problematic because polymorphisms can prevent primers
from annealing to the source sequence. Therefore mtPrimer3 uses an in-house database of
known mtDNA polymorphisms to determine the number of mutations liable to affect the primers’
ability to anneal to the source sequence by noting the number and positions of polymorphisms
that exist where each primer would anneal. 2) It helps avoid false positive results by informing
the user if the primer pair’s sequences exist on the same section of nDNA. Since in most
protocols mtDNA is not separated from nDNA, if the primers can amplify on both nDNA and
mtDNA, false positive results may be produced.
The two main features of mtPrimer3 are the integration of mtHaplogroups and BLASTN.
By running a SQL query, the positions of all polymorphisms listed in the mtHaplogroups
database in the region where the primer would anneal are collected. After obtaining the number
of polymorphisms that are under a primer, the primers with the fewest number of polymorphisms
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and the other half of their primer pair(s) were selected. Since there is redundancy in the primers
used to form primer pairs, only distinct primers were selected for BLAST filtering in order to
reduce the amount of time required for the program to run, because the BLAST filter is the time
bottleneck in the program.
The most difficult part of the project occurred when writing the BLAST portion of the
program. Primer pairs are filtered based on their E values that were returned from BLAST based
on the order in Table 1.
Table 1 Desired order that the scoring system should produce. During various
tests, the scenarios labeled “Common” in the Comments field were the situations
that arose the vast majority of the time, so the test values for the scoring system
were based off of those three cases. There were only a few cases where BLASTN
failed to find a match. Therefore scenarios involving no matches in BLAST were
labeled as uncommon. Exact matches are to be avoided at all costs, so we would
like to discard those primers.
Primer 1
E value
Primer 2
E value
Comments
no match
Null
no match
Null
Uncommon
weak match
x>1
no match
Null
weak match
x>1
weak match
x>1
Common
no match
Null
strong match 0 < x <= 1
Uncommon
strong match
0 < x <= 1
weak match
x>1
Common
strong match
0 < x <= 1
strong match 0 < x <= 1
Common
exact match
x=0
no match
Null
exact match
x=0
weak match
x>1
discard if at all
possible
strong match
0 < x <= 1
exact match
x=0
exact match

x=0

exact match

x=0

While the scoring scheme itself was somewhat intuitive, coming up with some way to
average the scores of the two primers in the primer pair such that they would adhere to the
scoring scheme proved challenging. Our first attempt was to take a harmonic mean of the two E
values as the score. The greater the number, the more likely it would be to be passed to the user.
A harmonic mean is defined by the equation

, where N is the total number of elements,

and xi is the actual element. This mean will skew toward the lower of the two inputs, making
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sure that primer pairs with two low E values will be penalized more than a primer pair of one
low E value and one high E value, where a low E value is defined to be
is defined to be

and a high E value

, where x is the E value for a given primer. The cutoff was set at 1 because

it is the last whole number that occurs before a perfect match E value score of 0. Since lower E
values connote sequence homology, which is undesirable in our case, all E values between 0 and
1 signify a very good sequence match. While 1 is a relatively small number, it has been our
experience that most sequences that possess significant sequence similarity will have E values
less than 1. Since there are only two values that will be associated with a primer pair, the
equation can be rearranged to be

, where e1 is the E value of the forward primer and e2 is

the E value of the reverse primer. While the harmonic mean works fairly well, by looking at
Table 2, it can be seen that it does not always properly assign lower scores to primer pairs where
both primers have low E values than to primer pairs that have mixed scores. For example,
although a primer pair where both of the E values are 1 is supposed to have a lower score than if
one primer had an E value of 10 and the other of 0.1, the incorrect primer pair has a higher score.
The area that violates the scoring scheme can be found in the dotted box in the upper-right-hand
corner of Table 2. This can be seen graphically in Figure 7 where the distribution of the test
values is shown. Thus, some modifications had to be made.
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Table 2: Unmodified Harmonic Mean
The dotted line shows the division between a “strong” and “weak” match. The highlighted
values show that if both E values are the same, then the score is also the same.
0.001
0.01
0.1
1
10
100
1000
0.000182 0.000198
0.0002
0.0002
0.0002
0.0002
0.0002
0.001 0.001818 0.00198 0.001998
0.002
0.002
0.002
0.01 0.018182 0.019802 0.01998 0.019998
0.02
0.1 0.181818 0.19802
0.1998 0.19998
1 1.818182 1.980198 1.998002
10 18.18182 19.80198
100 181.8182
1000

15

0.0001
0.001
0.01
0.1
1
10
100
1000
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One way to modify the harmonic mean values, which was fairly effective, was to include
penalties in the harmonic mean equation. Low E values decrease the overall score, and high E
values increase the overall score. This changes the equation to

, where

penalty1 and penalty2 will take values of either 1011 or 10-9, which were randomly chosen in the
hope that they would be sufficient to roughly model the distribution of the equation, depending
on whether the E value of their corresponding primer is greater than 1 or not, respectively. Since
the two penalties are multiplied together, if the primer pair is mixed, the two values will cancel
each other out. Thus, in theory, primer pairs where both primers have weak matches will be
scored very favorably, primer pairs where both primers have strong matches will be scored very
badly, and a mixed pair will be somewhere in between the two. As shown in Table 3 and Figure
8, for most values, this method sorts the pairs properly. However, in a mixed pair (highlighted
near the double lines) if the E value for the strong match is sufficiently low, and the E value for
the weak match is not large enough, then the low E value score with the 10-9 penalty will offset
the positive effect of having a large E value with the boost of 1011. For the purpose of fixing the
values in the table, the values of the penalties could have been changed, but in theory, we are
looking at numbers that can be infinitely large or small. It would be impossible to group every
number properly using this formula, so a different one was devised.
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Table 3: Harmonic Mean with Penalties
The intersection of two E values of 1 is highlighted because it is the main point of interest. As
long as all values on the other side of the dotted line can be ensured to be larger than this value,
then the scoring system works properly. As can be seen though, above the double lines, there are
values that should be larger than the highlighted value that are smaller.
0.001
2.00E-41

0.01
0.1
1
2.00E-41 2.00E-41 2.00E-41

10
2.00E-21

2.00E-35
…
1.00E-21

2.00E-35 2.00E-35 2.00E-35 2.00E-15
…
…
…
…
1.82E-21 1.98E-21 2.00E-21 0.19998
1.00E-20 1.82E-20 1.98E-20 1.998002
1.00E-19 1.82E-19 19.80198
1.00E-18 181.8182
1.00E+23
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100
2.00E-21

1000
2.00E-21

1.00E-23

2.00E-15 2.00E-15
…
…
0.199998
0.2
1.9998 1.99998
19.98002
19.998
198.0198 199.8002
1.82E+23 1.98E+23
1.00E+24 1.82E+24
1.00E+25

1.00E-17
…
0.001
0.01
0.1
1
10
100
1000
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While still considering how to penalize the harmonic mean equation in such a way that
all mixed primer pairs would have mean scores higher than the scores of all primer pairs with
strong matches, using negative values became the answer. At first, it seemed like using negative
scores would not work, since differentiating on whether a value was positive or negative would
only divide the mean values into two categories. However, by simply using only the harmonic
mean equation, primer pairs with two weak matches score better than mixed primer pairs, so that
is already one degree of separation. By additionally making the means of primer pairs that have
two strong matches negative, this ensures that the mean of mixed primer pairs will always be
greater than the mean of a primer pair that has two strong matches, creating three degrees of
separation. The equation is now transformed to

, where the value of penalty is either 1

or -1, depending on the values of e1 and e2. As can be seen in Table 4, even out to 10-81, the
mixed primer pair has a higher score than any of the primer pairs where both primers have strong
matches. Since some of the values are now negative, as can be seen in Figure 9, when actually
comparing scores, the absolute value of the negative values will need to be taken in order to
compare between multiple primer pairs with negative means. The sorting was done by creating a
custom sort function, and the first x primers in the sorted array were returned to the user:
@sortedArray = sort {
if(($b <= 1) && ($a <=1)) {
return abs($b) <=> abs($a);
}
else { return $b <=> $a; }
} @arrayToSort;
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Table 4: Harmonic Mean with Negative Penalty
Here, the highlighted value will always be smaller than the values on the other side of the dotted
line.
0.001

0.01

0.1

1

10

100

1000

-2.00E-81

-2.00E-81

-2.00E-81

-2.00E-81

2.00E-81

2.00E-81

2.00E-81

1.00E-81

-2.00E-60
…

-2.00E-60
…

-2.00E-60
…

-2.00E-60
…

2.00E-60
…

2.00E-60
…

2.00E-60
…

1.00E-60
…

-0.001

-0.00182

-0.00198

-0.002

0.0019998

0.00199998

0.002

0.001

-0.01

-0.01818

-0.0198

0.01998002

0.019998

0.02

0.01

-0.1

-0.18182

0.198019802

0.1998002

0.19998

0.1

-1

1.818181818

1.98019802

1.998002

1

10 18.18181818

19.80198

10

100

181.8182

100

1000

1000
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A primer pair could receive the lowest possible score, -10-17, in one of two ways: have
22

both primers in the pair have exact matches to a hit, or have both primers have hits on the same
piece of DNA. If a primer has an exact match to a sequence in the human genomic + transcript
database, then it will receive an E value of 0. Since the equation is

, an E value of 0 in

the denominator would cause an error, so the number 10-17 is substituted in its place. If both
primers have hits on sequences that have the same NCBI accession number, then each primer’s E
value is changed to 10-20. If both primers can anneal to the same piece of DNA, then false
amplification becomes far more likely, which is why these primers are penalized more heavily
than other primer pairs.
Figure 10 shows a screenshot of the program output. The program sends the user an
email containing HTML tables of the output. There are three main sections for each table; one
table per primer pair. The first section is from the original output of Primer3. It displays the
primers’ sequences, start positions, lengths, melting temperatures, GC content, self
complementarity, and their 3’ self complementarity. The product size, the self complementarity
between the primers in the pair, and the 3’ complementarity for the pair are also displayed on the
following line. Since Primer3 is one of the most popular primer design programs, all output
relating to the actual primers created by Primer3 remained the same to maintain continuity.
The second section details the number of polymorphisms under the primer. Each
polymorphism position is listed in a color, and the corresponding position on the primer is in the
same color. Since the program only checks to see how many polymorphisms there are under a
primer, and not the actual placement of the polymorphism of the primer, this allows the user to
easily identify the placement of the known polymorphisms. The user can then decide if the
polymorphism placement may cause a problem with annealing. For example, if there is a
polymorphism close to the 3’ end of the primer, then the primer may not anneal, but if there is a
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polymorphism on the 5’ end, then there may not be a problem.

The final section displays the BLAST results for the two primers. If there were no
matches in the Human Genomic + Transcript database to a primer, then it will display “NONE.”
Otherwise, it will display the description and NCBI accession/reference number of the sequence
it matched, show what part of the sequence aligned in pink, and how well it matched directly
underneath. If the NCBI accession/reference number for the two sequences is the same, then
there is a chance that using the primer pair will cause undesirable amplification. If only the
description is the same, then there is still a chance that false positive results could be generated,
but since they are in different files it would be difficult to know if they actually could amplify.

Discussion:
Primer design programs have simplified the process of PCR greatly by presenting users
with multiple suggestions and allowing the user to use his or her own knowledge to determine
the best primers for his or her particular protocol. However, since most primer design programs
are for nDNA, the goal of this project was to create a program that will determine the best primer
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pairs to use for SNP genotyping in mtDNA by taking some of the unique intricacies of mtDNA
into account. This work has overcome a couple of the main concerns for developing primers for
mtDNA, namely mtDNA’s highly polymorphic nature and the high possibility of creating false
positive results by using primers that anneal to both mtDNA and nDNA.
mtPrimer could be improved by updating it to take the placement of the polymorphisms,
and not only the number of polymorphisms under the primer, into account when filtering “good”
primer pairs. This would prevent the possibility that all of the primers suggested by mtPrimer3
will not anneal correctly simply due to the placement of the few polymorphisms under the
primers. In Figure 4, although there are only a couple of polymorphisms, the primer did not
anneal because there was a polymorphism on the 3' end of the primer. Naturally if there were
polymorphisms all along the primer, it would not anneal, but even a few well-placed primers can
prevent a primer from annealing. If the placement of the primers can be taken into account, then
the user can have more confidence that the primers will work experimentally. There may also be
a side effect of making the program more efficient, as there will likely be fewer primers to
BLAST if they are graded on polymorphism placement in addition to polymorphism frequency.
Another possible way to make mtPrimer3 faster is by using StandAloneBlast instead of
RemoteBlast. StandAloneBlast is another Perl module which searches an in-house version of
Genbank, NCBI’s DNA database which includes the Human Genomic + Transcript database.
This would allow mtPrimer3 to avoid competing with other users for NCBI’s resources, making
BLASTing the primers faster. StandAloneBlast also uses an indexed version of Genbank, which
allows for more efficient searching. The main time bottleneck of mtPrimer3 occurs when
BLASTing primers using RemoteBlast since some primers can take up to 10 minutes to BLAST.
Thus, streamlining would make mtPrimer3 more efficient, and hopefully, could someday lead to
being able to return results in real time like the original Primer3 program. Unfortunately, while
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using StandAloneBlast would make searching faster, it may not always have the most up-to-date
sequences and information since it is housed on in-house systems and won’t be updated as
frequently as the servers at the NCBI.
Another desirable modification would be having primer pairs eliminated based on
whether they may actually amplify. Currently, the program shows if the primers both have hits
on sequence that is filed under the same NCBI accession/reference number. This is problematic
because the user may erroneously discard a primer pair from consideration when experimentally,
the primer pair would work. In reality, as long as the primers are not within 1000 bp of each
other in the proper orientation, there would be no meaningful amplification, so by leading the
user to believe that a primer pair is likely not suitable because they are on the same stretch of
DNA, may make it difficult for users to find useful primer pairs. In Figure 10, the both primers
in the pair have significant hits on the same strand of DNA; however, if these primers were either
a) more than 1000 bp apart, or b) in the improper orientation (the primers were oriented such that
amplification could not take place), then to the user, it would not matter if they lay on the same
strip of nDNA. If the program could be modified to take into account the actual location and
orientation of the primers on the nDNA, then hopefully, the user will be able to find more primer
pairs to try.
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