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Abstract
Studying the e↵ects that the local environments of galaxies have on their interstellar medium
(ISM) properties is crucial for understanding galaxy evolution and large scale structure of
the universe. In order to do that we need precise measurements of ISM properties like Star
Formation Rate (SFR), metallicity (Z), ionization parameter (U), gas pressure, and extinction.
Accurate estimation of redshift and emission line fluxes from a galaxy’s spectrum is the first
step in measuring these ISM properties. Current techniques for these measurements still rely on
time-consuming manual e↵orts or error-prone cross-correlation codes that are already struggling
to process the vast quantities of spectroscopic data that currently exist. With future NASA
missions like JWST, Euclid, Roman, and SPHEREx expected to produce even larger amounts
of spectroscopic data, a fast and reliable alternative to the current techniques of spectroscopic
measurements is the need of the hour. To that end, we train a Convolutional Neural Network
(CNN) to estimate redshift directly from an input spectrum. We generate a library of synthetic
spectra spanning a wide range of parameter values and use it to train the CNN and later
evaluate its performance. We obtain a normalized mean absolute deviation (NMAD) value
of 0.0086 and an outlier fraction of 5.36% for our test set. This accuracy and precision is
comparable to the current best photometric redshifts estimated using SED fitting codes and
is lower than the subset of high quality spectroscopic data estimated using time and labourintensive techniques. In comparison, our CNN is able to process ⇠30,000 spectra in around
five seconds giving it an important advantage over the current methods of redshift estimation.
We plan to extend this technique to estimating other ISM properties from galaxy spectra in
the future.
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Introduction

Large scale structure and the evolution of the Universe are considered to be well explained by the
generally accepted ⇤CDM (Lambda cold dark matter) model of cosmology (Percival et al. 2002;
Spergel et al. 2003; Aghanim et al. 2020). The complex topology of the ⇤CDM universe modeled
using simulations is illustrated in Figure 1. The major focus of extragalactic astronomy now is
to understand the processes that e↵ect structure formation and evolution at scales of galaxies
and galaxy clusters. Theories of galaxy formation and evolution aim to connect basic physics to
explain the phenomena that influence these processes (Katz & Gunn 1991; Kau↵mann et al. 1993;
Somerville & Primack 1999; Cole et al. 2000; Steinmetz & Navarro 2002; Springel et al. 2001). Our
general understanding so far suggests that two coupled processes strongly influence the formation
and evolution of galaxies over cosmic time. The first one is hierarchical structure formation, i.e.,
how dark matter halo distributions e↵ect the accumulation of baryonic matter. This deals with the
e↵ects that external factors have on a galaxy’s properties. Hierarchical structure formation is used
to explain the overall population statistics of galaxies found in varying environmental conditions,
i.e., understanding the influence that environmental densities have on the properties of a galaxy
like its shape, size, age of stellar populations, chemical evolution, and star formation activity. For
example, with the help of numerical simulations of cosmological structure we know that galaxies
evolve more rapidly in dense environments, eventually integrating into massive galaxy clusters at
z < 1 (Collins et al. 2009; Moster et al. 2013). There is enough observational evidence at z ⇠ 0 to
show that galaxies living in cluster environments are more mature, massive, and red, with quenched
star formation relative to mass-matched galaxies in the field (Balogh et al. 1998; Wake et al. 2005;
Skibba et al. 2009; Collins et al. 2009). The combination of these observational insights along
with our knowledge of density fluctuations in the very early universe, have form the basis of our
understanding of hierarchical growth and galaxy formation (Springel 2005).
The other major process that drives the evolution of individual galaxies are intrinsic processes
such as star formation from clumps of gas cloud. Stars are born by the collapse of gas clouds present
in a galaxy. After their deaths, these stars eject heavier metals formed in their cores during their

1
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Figure 1: Illustration of the complex topology of the ⇤CDM universe obtained using simulations.
The images show the projected dark matter density fields, i.e., the density and local dark matter
velocity dispersion at di↵erent scales in the universe. Each image in the sequence enlarges by a
factor of four. Credit: Springel et al. (2005).
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life cycles back into their surrounding gas clouds. Then during the next phase of star formation
in the galaxy newer stars with higher metallicity are formed from the now chemically enriched
surrounding medium. This process of a galaxy’s chemical evolution through di↵erent phases of
star formation during its lifetime is encapsulated by its star formation history (SFH). By using
an intricate combination of several physical processes to generate galaxy models with di↵erent
SFHs and matching them to observations we can learn about the overall evolution of galaxies over
cosmic time and the processes that e↵ect them. The idea that the diversity of galaxies we currently
observe is related to the diversity in SFHs of galaxies was first proposed by Tinsley (1968) in her
seminal paper. This helped to shift the focus of cosmology towards understanding star formation
in galaxies at di↵erent cosmic epochs which was further strengthened by important insights from
galaxy population surveys (e.g., Steidel et al. 1996). This in turn lead to the important discovery
that the star formation rate (SFR) density in the Universe was almost an order of magnitude higher
than it is now and it peaked around 3.5 Gyr after the Big Bang (Madau et al. 1996).
The sheer variation in the spatial scales involved in galaxy formation (from <1 pc to >1 Mpc)
and their complex geometries limit our ability to comprehensively characterize the structure and
SFHs of galaxies. That is why, as mentioned earlier, we look to answer these questions by trying
to directly observe the influence of both internal and external mechanisms on galaxy properties at
di↵erent epochs of cosmic time. This remains one of the major motivations behind all current and
upcoming galaxy surveys.

1.1

Extragalactic Spectroscopy

We are possibly living in one of the most exciting periods in the field of extragalactic astrophysics as
we continue to expand our understanding of the large-scale structure of the Universe with the help
of high quality data obtained using several major surveys. All of these current and upcoming major
surveys strive to answer a few fundamental questions about our Universe. This includes galaxy
formation and evolution, i.e., understanding processes such as accretion and growth of supermassive
black holes over cosmic time, large scale structure (LSS) formation of baryonic matter and dark
matter halos, structure, kinematics and properties of star forming galaxies across di↵erent redshifts,
3
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and understanding the e↵ect environments have on these galaxy properties (Rix et al. 2004; Martin
et al. 2005). Spectroscopy is an integral part of our e↵orts to answer these questions.
The spectrum of a galaxy is like its fingerprint and holds substantial information about its
physical properties. Absorption and emission lines present in a galaxy spectrum along with the
spectral shape allow us to quantify several important properties such as the SFR, the abundance
of heavy elements, the fraction of ionizing photons relative to the gas density, the pressure of the
interstellar medium (ISM), the amount of dust, and even whether it contains a supermassive black
hole at the center that is actively feeding (known as an Active Galactic Nuclei (AGN)) (Kewley
et al. 2019a). For example, in cases where the spectrum indicates the presence of an AGN, the
emission line intensities of the spectrum can help us identify the type of AGN and the accretion
rate of the central supermassive black hole. Line widths of these emission lines in galaxy spectra are
also used to estimate the kinematic parameters of the galaxy such as speed of rotation of the galaxy
disk. Emission lines are also used to estimate the velocity of any shocks that might be permeating
through a galaxy’s ISM. The presence and relative intensities of the di↵erent emission lines present
in a galaxy spectrum give us an idea about its chemical structure. In this way, spectroscopy has
allowed us to comprehend the nature of the physical processes that impact the structure, chemical
evolution, and star formation in galaxies.

1.2

Spectroscopic Redshift Measurements

The first step in measuring important physical properties of a galaxy from its spectrum is the
conversion of the spectrum to rest-frame wavelength. In order to do that we need to know the
redshift of the galaxy. Redshift is used to measure the distance to extragalactic objects and allows
us convert spectra from observed frame to rest-frame making it possibly the most fundamental and
crucial measurements in observational extragalactic astronomy. Redshift can be estimated using
either photometric or spectroscopic observations. Photometric redshifts are usually obtained by
the brute force fitting of a Spectral Energy Distribution (SED) to the photometric data. We can
obtain a sparse sampling of the SED by measuring an object’s flux in broad band filters, allowing
us to constrain the continuum shape and estimate the redshift with the help of strong emission
4
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and absorption lines or by identifying broad features like the Lyman and Balmer breaks. This kind
of sparse sampling of the SED is very easy to obtain for any galaxy that can be identified in an
imaging survey. However, typical photometric redshift measurements estimated using SEDs can
be over an order of magnitude less precise than a redshift estimate derived from a spectroscopic
observation (Ilbert et al. 2008).
Although spectroscopic measurements are more resource-expensive, they can allow us to estimate
the redshift to a precision of 10

3

for a resolution of R ⇠ 200 (Le Fèvre et al. 2005). Such high

precision in redshift estimates is particularly useful when creating environmental maps of galaxies
in the local and early universe and quantifying the e↵ects of environmental densities on the di↵erent
properties of galaxies across di↵erent redshifts. However, measuring the redshift of a galaxy from its
observed spectrum is not a trivial process. It involves visually inspecting each individual spectrum
to identify and fit spectral features like emission and absorption lines or cross-correlating observed
spectra with galaxy or stellar templates at varying redshifts. Traditionally, astronomers have used
packages like IRAF’s rvsao (Kurtz & Mink 1998) to cross-correlate emission and absorption line
templates with the galaxy spectra using

2

fitting. In a typical survey, the process of manually

inspecting each spectrum for estimating the redshift is repeated by multiple people to check for
consistency. This makes the entire process very demanding in terms of the required human time
and e↵ort. Over the years people have tried to automate this process for spectroscopic data from
several large-scale surveys like VIMOS (Garilli et al. 2010), SDSS’s BOSS (Bolton et al. 2012),
and GAMA (Baldry et al. 2014) to name a few. All these methods, however, still rely on the
cross-correlation technique which can be slow and is not error-proof.

1.3

Estimating ISM Properties from Spectra

After de-redshifting observed spectra to rest-frame, we look to estimate other intrinsic ISM properties such as SFR, metallicity (Z), Ionization parameter (U), gas pressure, and dust extinction.
In order to measure these properties from a galaxy’s spectrum we look for either a particular or a
combination of spectral characteristics known as “diagnostics”. These diagnostics used to estimate
galaxy properties are calibrated either theoretically using models, or in some cases empirically.
5

R. Pattnaik

Master’s thesis

The last couple of decades has seen significant progress in our ability to model galaxy spectra (see
Kewley et al. 2019a, and references therein). Current galaxy spectral models incorporate the most
recent atomic data and radiative transfer physics along with comprehensive dust and thermal shock
processes (see for example, Byler et al. 2017). These models are fit to the spectra in order to estimate line fluxes (Dopita et al. 2000; Kewley et al. 2001; Moy et al. 2001). Below we will describe
each property and the emission line diagnostics usually used to measure them.
1.3.1

Star Formation Rate

The types of stars and distribution of the stellar population of a galaxy at any given epoch determine
its star formation activity during that period. Young hot massive stars have characteristically
shorter life-spans and their deaths in the form of a core collapse supernova (SN-Type Ib or Ic)
cause the production of heavy elements and chemical enrichment of their surrounding ISM. The
larger the number of stars a galaxy produces at a given time, the larger the number of massive
young stars it has which explode into supernovae thereby altering the properties of the ISM. This
makes it crucial to measure the SFR of a galaxy in order to characterize its physical properties.
By fitting simulated models based on the measured SFR we can determine a galaxy’s SFH. Since
SFR is strongly correlated to the properties of the ISM, measuring it is crucial to understand the
evolution of galaxies. Estimating the SFR for a population of galaxy is integral to further our
understanding of the Cosmic SFR and the trends of SFR with the galaxy type, environment and
redshift.
Several calibrations spanning the entire wavelength range, i.e., from X-ray and ultraviolet (UV)
to optical, infrared (IR), and radio are used to estimate the SFR from a galaxy’s spectrum. Indicators are used from both, emission lines and continuum emission, and are calibrated using conversion
factors based on their relationship with SFR. A galaxy spectrum is composed of contributions from
the di↵erent types of stars present in it. However, spectra of di↵erent types of stars dominate
di↵erent parts of the spectrum. For example, massive young stars usually dominate the bluer end
of the spectrum while the older stars dominate the red end of the spectrum. Hence we can use
the observed luminosity in a particular band to estimate the ratio of massive young stars to the

6
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total stellar population and the average SFR for the previous 0.1-1 Gyr. The most straightforward
method of doing this assumes SFR linearly scales with the luminosity of the continuum over a fixed
bandpass in the UV or blue part of the visible spectrum (Kennicutt Jr 1998). The fluxes at these
wavelengths are dominated by the emission from bright young stars and are therefore must be linearly correlated to SFR. This linear scaling between the SFR and the continuum luminosity is then
calibrated further using evolutionary population synthesis models. The synthesis models relate the
integrated color of a population of stars with the specific SFR (sSFR, i.e., SFR per unit mass)
or luminosity (Kennicutt Jr 1992). This method of estimating SFR works very well for starburst
galaxies as they are dominated by bright young stellar populations and can be used to obtain a
reasonable estimate of the mean SFR trends for a large galaxy sample. However, the precision of
the SFR estimated using this technique su↵ers when there is larger variability in the dust content,
abundances or Initial Mass Functions (IMFs) across a population (Larson & Tinsley 1978). The
IMF is an empirically derived function that characterizes the distribution of masses for a stellar
population.
In order to preserve the linear scaling of SFR with luminosity we need to ensure the measured
region has minimum contribution from the red and old stellar population. The ideal wavelength
range for this purpose would be 1250-2500 Å (Kennicutt Jr 1998), i.e., the UV part of the spectrum.
And while the UV spectrum of galaxies in the nearby universe remains inaccessible via ground based
telescopes, it is often used for estimating SFR of high redshift galaxies (z > 1). Multiple calibrations
have been proposed by di↵erent studies over the years for the SFR to UV luminosity relationship
(Buat et al. 1989; Deharveng et al. 1994; Leitherer et al. 1995; Meurer, Heckman, Leitherer &
Kinney Meurer et al.; Cowie et al. 1997; Madau et al. 1998). All these studies utilize di↵erent
stellar libraries and have varying assumptions regarding the star formation timescales, which is
why they vary a bit when translated to a typical reference wavelength and IMF. Table 1 (taken
from Calzetti (2013)) shows the luminosity-SFR scaling constant values calibrated using di↵erent
assumptions of the mass range and constant star formation timescales (T ) for a Kroupa (2001)
stellar IMF.
The major issue with UV luminosity indicators of SFR is that they are very sensitive to fluctu-
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ations in the dust extinction thus making them an undesirable option for individual galaxies due to
the uncertainty of dust corrections required. And like all direct methods of estimating SFR, they
are also sensitive to the assumed IMF. The UV spectrum is dominated by stars with M⇤ > 5 M ,
which means we need to extrapolate for the stellar masses < 5 M while estimating the SFR using
this technique.
Interstellar dust absorbs a significant fraction of the bolometric luminosity of a galaxy which
is then emitted back in the form of thermal IR emission. And because the dust’s absorption cross
section is significantly higher in the UV compared to optical, the FIR emission may theoretically be
used as a indicator of the UV-luminous young stellar population and SFR. Dust heated by younger
stellar populations has higher luminosity and peaks at wavelengths shorter compared to the dust
heated by the older stellar populations. This is what forms the basis for using FIR indicators for
measuring SFR. However, the e↵ectiveness of the FIR indicator for measuring SFR is determined
by the contributions of the young stellar population in the dust heating process and the opacity of
dust in the star forming regions. Therefore, for a galaxy dominated by young stellar populations
and with universally high optical depth, the FIR luminosity can be approximated as the bolometric
starburst luminosity. In scenarios like this FIR luminosity is an ideal indicator of SFR. Di↵erent
calibrations relating SFR to the bolometric or total IR luminosity (LIR , defined as as the luminosity
between 8-1000 microns (Sanders & Mirabel 1996)) are shown in Table 1. Just like other direct
SFR indicators, FIR luminosity indicators are also sensitive to the assumed IMF and can produce
varying measurements of SFR for di↵erent observations.
Massive young OB stars are known to ionize their surrounding ISM which then produces the
well-known Hydrogen Balmer series emission lines, like H↵ (6563Å) and H (4861Å). These emission
lines, especially the strong ones (like H↵) are the most common SFR indicators as they are located
in the optical region of the spectrum. Other lines such as P↵, P , Br↵, and Br are also used when
they are observable. The H↵ luminosity is related to the flux of ionizing photons (Q) as follows
(Osterbrock & Ferland 2006):
LH↵ =

ef f
↵H↵
hvH↵ Q,
↵B
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Luminosity
L(UV)
L(UV)
L(UV)
L(UV)
LIR
LIR
LIR
LIR
LIR
L(H↵)
L(H↵)
L(Br )
L([O ii])
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C
3.0 ⇥ 10
4.2 ⇥ 10
4.3 ⇥ 10
1.0 ⇥ 10
1.6 ⇥ 10
2.8 ⇥ 10
4.1 ⇥ 10
3.7 ⇥ 10
8.3 ⇥ 10
5.5 ⇥ 10
3.1 ⇥ 10
5.7 ⇥ 10
1.4 ⇥ 10

Assumptions
0.1 100M , ⌧ 100Myr
0.1 30M , ⌧ 100Myr
0.1 100M , ⌧ = 10Myr
0.1 100M , ⌧ = 2Myr
0.1 100M , ⌧ = 10Gyr
0.1 100M , ⌧ = 100Myr
0.1 30M , ⌧ = 100Myr
0.1 100M , ⌧ = 10Myr
0.1 100M , ⌧ = 2Myr
0.1 100M , ⌧ 6Myr, Te = 104 K, ne = 100 cm
0.1 30M , ⌧ 10Myr, Te = 104 K, ne = 100 cm
0.1 100M , ⌧ 6Myr, Te = 104 K, ne = 100 cm
0.1 100M

47
47
47
46
44
44
44
44
44
42
41
40
41

3
3
3

Table 1: Table of luminosity to SFR calibrations for di↵erent continuum emission and emission line
is in ergs 1 , C is the calibration constant that appears in the equation
hindicators.
i Thehluminosity
i
SFR( )
L( )
M yr 1 = C ergs 1 . The values of C are estimated using stellar population models with solar
metallicity and constant SFR obtained from Starburst99 (Leitherer et al. 1999) and the in
the scaling constants (C) for the SFR(UV) equations is in Å. ⌧ , Te , and ne denote time, electron
temperature and electron density respectively. Credit: Calzetti (2013).
where the H↵ luminosity is in erg s

1

ef f
, ↵H↵
is the e↵ective recombination coefficient for H↵ emission,

and ↵B is the case B recombination coefficient. Due to its intrinsic brightness, it is possible to
detect H↵ emission lines for nearby galaxies with minimal resources and even create high resolution
SFR maps. This combined with the fact that nebular emission lines are strongly correlated with
star formation make H↵ diagnostics a major technique for measuring SFR. In cases where H↵ is
redshifted out of the observed wavelength range, it is possible to use bluer emission lines (such as [O
ii]) as SFR indicators. However, they are not as precise as the H↵ indicators as they can be highly
sensitive to other ISM properties such as density, ionization parameter, and dust attenuation. The
exact diagnostics for measuring SFR from di↵erent emission lines are given in Table 1. Just like
all the previous methods, their sensitivity to dust and the initial IMF make them vulnerable to
inconsistencies in SFR measurements.
While H↵ is a strong indicator of star formation, for redshifts higher than 0.5 it is redshifted out
of the visible spectrum. Other higher order Balmer line indicators usually are not strong enough
to be reliable tracers of SFR due to the significant influence of stellar absorption on their line
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flux values. This is where forbidden lines found on the blue end of the spectrum are useful. The
most prominent forbidden line that is used as a SFR indicator is the [O ii] 3727 forbidden-line
doublet. Although the [O ii] emission line flux is not directly reflective of the ionizing luminosity,
its excitation is characterized well enough such that it can be easily calibrated to estimate SFR
using H↵. Although the precision of the SFRs estimated from [O ii] su↵er sometimes due to its
sensitivity to dust extinction and the fraction of di↵use gas in the galaxy, it is still a very handy
SFR diagnostic method especially when trying to validate the consistency of SFR measurements
from alternate methods.
A more detailed review of all the di↵erent SFR indicators and their corresponding calibrations
is given by the following review articles (Kennicutt Jr 1998; Calzetti 2013).
1.3.2

Metallicity (Z)

As discussed earlier, the history of star formation in a galaxy directly impacts its chemical evolution.
The chemical enrichment of a galaxy is modulated by the frequency of star formation and the
distribution of its stellar population. Successive generations of stars create heavier elements and
redistribute it back to the ISM after their deaths. Therefore studying the composition of the heavier
elements present in galaxies is crucial for understanding their creation and evolution in the Universe.
We measure this using “metallicity” which is defined as the abundance of elements heavier than He
relative to H.
It is well-known that there is a strong correlation between a galaxy’s gas-phase metallicity and
its stellar mass/bolometric luminosity (Baldry et al. 2002; Tremonti et al. 2004; Wu et al. 2016).
That is why the focus of some metallicity studies is to understand the mass-metallicity relationship’s
evolution with redshift. The mass-metallicity/luminosity-metallicity relationship has been very well
characterized for redshfits greater than 3 (Yuan et al. 2012; Zahid et al. 2013, 2011; Savaglio et al.
2005; Ly et al. 2016; Liang et al. 2006; Maier et al. 2006; Shapley et al. 2004; Erb et al. 2006).
Some studies have suggested that a redshift independent strict correlation exists between stellar
mass, star formation rate, and the gas-phase metallicity of galaxies (Mannucci et al. 2010; LaraLópez et al. 2010; Henry et al. 2013). However, the systematic errors in the measurements of
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the stellar mass, metallicity, and star formation rates seem to be the reason behind this observed
strict correlation (Kewley et al. 2019a, and references therein). Ultimately, when it comes to massmetallicity relationships there is still a lot to be learnt and most of it depends on reliable estimates
of metallicities.
A wide range of emission lines ranging from UV to IR can be used to estimate the gas-phase
metallicity from a galaxy spectrum. In particular, there are 10 primary calibrations used to estimate
metallicities which can be divided into the following four categories- one direct, five theoretical,
three empirical, and one combination of empirical and theoretical (Kewley & Ellison 2008). The
direct method uses auroral lines that are sensitive to electron temperature in order to estimate
the metallicity parameter. The [O iii] 4363 auroral line is generally used to estimate metallicity.
By taking a ratio of the [O iii]
like the [O iii]

4363 line flux to the flux of a line at a lower excitation state

4959, 5007 lines and assuming a classical H ii region model (Stasińska 1980), we

get an estimate of the electron temperature of the gas (Te ). After accounting for the unobserved
phases of ionization, this electron temperature is transformed into a metallicity. However, multiple
issues arise when trying to use this method for estimating metallicities. The main obstacle in using
this technique is that even in metal-poor settings, the [O iii] 4363 auroral line is quite faint, and
it can only be seen at higher metallicity when the spectrum has a high signal-to-noise ratio and
is highly sensitive (Garnett et al. 2004). It is also a↵ected by temperature fluctuations in high
metallicity H ii regions, resulting in underestimated values of metallicities of up to 0.4 dex obtained
using this technique (Stasińska 2001, 2005; Bresolin 2006). This e↵ect is found to be even more
pronounced while using global spectra of galaxies- the electron temperature technique consistently
underestimates the metallicity values (Kobulnicky & Zaritsky 1999). One alternative to the weak
[O iii] 4363 line for higher metallicity galaxies is using other auroral lines like [S iii] 6312, [N
ii] 5755 and [O ii] 7325 which are more easily observed in those galaxies. However, studies (see
e.g., Stasińska 2005) have found that these lines can produce reliable estimates for galaxies with up
to solar metallicity and start underestimating the metallicity values beyond solar metallicity in the
presence of temperature gradients.
In order to di↵erentiate the remaining three categories of metallicity estimation techniques
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from the “weak” auroral line technique or the “direct” method, we classify them as “strong-line
techniques” as they use flux ratios of strong emission lines. The empirical techniques provide
calibrations that relate the metallicities obtained from the electron temperature/direct method
using weak [O iii] 4363 auroral line to the strong emission line ratios of spectra from H ii regions
or integrated spectra of galaxies. Common metallicity-sensitive optical line ratios like the “R23 ”
ratio (Pilyugin 2001; Pilyugin & Thuan 2005; Yin et al. 2007; Liang et al. 2007) or the [N ii]
6584/H↵ [N2] and ([O iii] 5007/H )/([N ii] 6584/H↵) [also known as O3N2] (Pettini & Pagel
2004) are used for these calibrations. The R23 ratio is defined as follows:

R23 =

[Oii] 3727 + [Oiii]
H

4959, 5007

Figure 2 illustrates the di↵erent calibrations of metallicity for the R23 , O3N2 and N2 ratios
available in literature. As can be observed in the figure, there are major discrepancies between the
metallicities obtained using the di↵erent empirical calibrations. Further details about the specifics
of these calibrations can be found in Kewley & Ellison (2008). While the exact reasons behind
these discrepancies are difficult to determine, the general idea is that the caveats that plague the
direct auroral line technique combined with bias in the samples used to estimate these calibrations
could be behind the dramatic di↵erences in these calibrations. The bias in the sample arises from
the assumption that all galaxies and H ii regions are represented in the sub-sample of H ii regions
containing auroral lines and that given ample observation time, auroral lines will always be observed
in H ii regions. Recent studies (Brown et al. 2016) have found that the sub-sample of H ii regions
containing auroral lines do not span the entire range of line ratios found in the complete SDSS
galaxies sample.
In order to overcome the caveats of empirical calibrations, theoretical emission line calibrations were developed by using photoionization and stellar population synthesis models to estimate
metallicities (Kewley & Ellison 2008; Kewley et al. 2019a, and references therein). These theoretical models provide emission line flux values which can be used to characterize the relationship
between di↵erent line ratios and corresponding input metallicity values. The major advantage of
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Figure 2: Empirical emission line diagnostics for the R23 (left panel), O3N2 (center panel) and N2
(right panel) ratios based on electron temperature metallicity fits for nebular region and galaxy
samples. Degeneracy exists between the di↵erent empirical calibrations for metallicity. Credit:
Kewley et al. (2019a).
using theoretical calibrations are that they are able to span a wide range of parameter values unlike
aforementioned empirical calibrations. This in turn allows us to study the e↵ects of galaxy properties like ISM pressure and ionization parameter on the di↵erent emission line ratios and factor in
these e↵ects when calculating corresponding calibrations.
Since the turn of the century, several studies have employed Bayesian methods to fit theoretical models to observed emission lines from H ii regions (Tremonti et al. 2004; Brinchmann et al.
2004; Blanc et al. 2014; Chevallard & Charlot 2016; Thomas et al. 2018). These Bayesian methods
are mainly used to estimate metallicities but they can also be employed to infer other galaxy ISM
properties like pressure and ionization parameter. While these methods are very robust, it is imperative to use priors to ensure they do not account for regions in the parameters space where certain
emission line diagnostics are invalid. For example, the [N ii]/[O ii] ratio is fairly insensitive to
metallicity in the low metallicity region and therefore should not be used as the primary constraint
while estimating metallicity. The same issues that a↵ect individual calibrations also apply to these
Bayesian techniques which is why identifying incorrect metallicity estimates can be challenging
without understanding the physical factors behind the inconsistencies of di↵erent emission line diagnostics. Theoretical calibrations also su↵er from other major issues that arise due to assumptions
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Type of Calibration
Direct
Empirical
Empirical
Empirical
Theoretical
Theoretical
Theoretical
Theoretical
Theoretical
Combined

Emission Lines
[O iii] 4363, [O iii]
4959, 5007
[O iii]/H , [N ii]/H↵
[N ii]/H↵
[O iii]/[O ii], R23
[O ii], [O iii], [N ii], [S ii], H↵, H
R23
[O iii]/[O ii], R23
[O iii]/[O ii], R23 , [N ii]/[O ii]
[O iii]/[O ii], R23
[N ii]/H↵

Table 2: Comparison of the 10 commonly used metallicity calibrations. Credit: Kewley & Ellison
(2008).
of the photoionization models, i.e., their limitation to plane parallel or spherical geometries, and
uncertainties of the stellar atmosphere models among other factors. These geometries can usually
be used to approximate the observed global spectrum of galaxies but cannot be used to model
specific ionization structures like the ionization bar observed in the Orion Nebula (see for example,
Simpson et al. 1986; Rubin et al. 2011).
Denicoló et al. (2002) also introduced a metallicity calibration that is a combination of empirical/direct and theoretical methods. This is referred to as the “combined” method. They used
spectra of about 155 H ii regions to characterize the relationship between metallicities estimated
using the direct method and [N ii]/H↵ line ratios. For 100 out of these 155 H ii regions, metallicities were estimated using the direct method and for the remaining 55 H ii regions metallicities
were estimated either using the theoretical R23 method proposed by McGaugh (1991) or an empirical method based on sulfur lines as suggested by Dı́az & Pérez-Montero (2000). This metallicity
diagnostic can be especially useful for high redshift galaxies for which only the red part of the
spectrum might be observable. It however su↵ers from similar caveats to the corresponding direct
and theoretical/empirical techniques.
A summary of all the aforementioned 10 techniques used to estimate metallicities is provided in
Table 2. Further details on each of these methods can be found in the following reviews (Kobulnicky
et al. 1999; Kewley & Ellison 2008; Kewley et al. 2019a).
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Ionization Parameter (U or q)

The Ionization parameter is an integral value used to characterize the state of the plasma in H ii
regions. It is defined as the ratio of the local ionizing photon flux to the local hydrogen density,
i.e., q =

H 0 /nH .

If we assume a spherical geometry we can define it as

q=

L H0
,
4⇡R2 nH

where R is the radius, and LH0 represents the ionizing photon luminosity above the Lyman limit. We
often use the dimensionless ionization parameter U , which is related to the dimensional ionization
parameter by
U=

q
,
c

where c is the speed of light. Since the dimensional ionization parameter q has units of velocity,
we can consider it as velocity of the ionization front being driven by an ionizing radiation field
into the surrounding neutral medium (Kewley et al. 2019a). For nebular regions and star-forming
galaxies the value of log(U ) usually lies between –3.2 and –2.9 (Dopita et al. 2000; Moustakas 2006;
Moustakas et al. 2010). The largest values of the ionization parameter observed are in super star
clusters with log(U ) ⇠ –2.3 (Schreiber et al. 2001; Smith et al. 2006). We have yet to observe
ionization parameter values greater than log(U ) ⇠ –2.3, implying that some phenomenon prohibits
its value from going any higher. Some of the suggested mechanisms include dust e↵ects, radiation
pressure confinement, and wind bubbles (see Yeh & Matzner 2012, and references therein).
An interesting observation of the global ionization parameters of galaxies is that it is anticorrelated to the gas-phase metallicity. Lower metallicity H ii regions were found to have ionization
parameter values that were 4 times the ionization parameter values in solar metallicity H ii regions
(Dopita & Evans 1986; Bresolin et al. 1999; Nagao et al. 2006; Maier et al. 2006). While some
mechanisms like stellar atmospheres have been proposed as the cause behind this anti-correlation,
the exact reason is still unknown. However this anti-correlation is not observed in spatially resolved
data, i.e., for di↵erent H ii regions inside a galaxy no such correlation between the metallicity and
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ionization parameter was observed (see Kewley et al. 2019a, and references therein).
Usually in order to estimate the ionization parameter we compare two emission lines with
di↵erent ionization states but from the same atomic species. C, O, S, N, Ne, and Si are some of
the di↵erent atomic species used to estimate the value of the ionization parameter. The higher the
di↵erence between the two ionization states, the more sensitive they are to the ionization parameter.
The issue with the pair of lines with a large di↵erence in ionization states is that sometimes they
are located very far apart in wavelength thus requiring precise corrections for dust extinction and
flux calibration. This can be difficult to obtain especially in high redshift galaxies where these
ionization states might be observed in di↵erent wavebands. One way to bypass this problem is to
use equivalent widths of the emission lines instead of their flux values as suggested by Kobulnicky
& Phillips (2003). However this technique relies on the assumption that the continuum between
the wavelengths of the two emission lines of di↵erent ionization states is consistent and is therefore
not recommended by Kewley et al. (2019a) for UV emission lines because of the strong underlying
UV continuum.
Despite the fact that estimating the ionization parameter is crucial to understanding ionizing
mechanisms and their e↵ects on the nearby ISM, not many emission line diagnostics existed for
measuring the ionization parameter until very recently. In their review, Kewley et al. (2019a)
provide novel emission line diagnostics for estimating the ionization parameter ranging from UV to
IR. For a given diagnostic emission line ratio R, and a particular metallicity, they provide bi-cubic
fits for log(R) vs log(U ) for two pressure values- log(P/k) = 5 and log(P/k) = 7 (see Table 1 of
Kewley et al. 2019a). The most notable diagnostics from this review are also represented in Figure
3. Their fits cover the range of –4  log (U)  –2.5.
They also note that when comparing ionization parameters estimated from di↵erent samples, it is
important to make sure the definition of ionization parameters being compared is the same. Di↵erent
authors can have varying definitions of the ionization parameter, for instance, it is sometimes defined
as the mean value throughout the H ii region or it can be defined as the value at the inner edge of
the H ii region, creating confusion and leading to errors.
Some of the best emission line diagnostics for measuring the ionization parameter can be found
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Figure 3: Plot showing the di↵erent emission line diagnostic ratios to estimate ionization parameters
provided in Kewley et al. (2019a). The di↵erent colors correspond to di↵erent values of metallicities
and the solid and dotted lines represent log(P/k) = 5 and log(P/k) = 7 pressure values respectively.
The sensitivity of di↵erent emission line diagnostic ratios to other ISM parameters such metallicity
and pressure us clearly visible. as Credit: Kewley et al. (2019a).
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in the UV. Apart from a few significant outliers, most of these ionization parameter emission line
diagnostics in the UV are strongly influenced by ISM pressure and metallicity. For instance, in
the case of low-metallicity galaxies, i.e., where log(O/H) + 12  8.5, the ([C iii] 1907 + C iii]
1909)/([C ii] 2325 blend) line ratio is largely una↵ected by metallicity and ISM pressure, making
it an excellent diagnostic for this condition. The silicon based ratios, i.e, (Si iii] 1883 + Si iii]
1892)/([Si ii] 1808) and Si iii] 1206/([Si ii] 1260, are also very insensitive to pressure variations
in the low-metallicity regime. And if appropriate correction for dust extinction can be applied, the
([Al iii] 1856 + [Al iii] 1862)/[Al ii] 1670 ratio, also known as the Al32 ratio can be an excellent
choice for estimating the ionization parameter. For metallicities with log(O/H) + 12  8.93, the
Al32 ratio does not vary with di↵erent values of pressure or metallicity for ISM pressures in the range
(4  log(P/k)  9). However this ratio is fainter than other UV ionization parameter diagnostic
line ratios and is difficult to observe at high redshifts apart from really high values of the ionization
parameter.
Two major emission line ratios used to measure the ionization parameter lie in the optical part
of the spectrum- the ([S iii] 9069 + [S iii] 9531)/([S ii]
S32 ratio, and the [O iii]

5007/([O ii]

6717, 6731 ratio, also known as the

3727, 3729 ratio, also known as the O32 ratio. O32

is very metallicity-sensitive and for galaxies with metallicities log(O/H) + 12 >9 and pressures
log(P/k) < 6, it is also highly sensitive to the ISM pressure as can be seen in Figure 3. The S32
ratio is very strongly influenced by the ionization parameter but shows no variation in pressure
for 4  log(P/k)  7 and very little fluctuation for metallicities between 7.63  log(O/H) + 12
 8.93. However complications arise when trying to observe this line due to the location of the
[S iii] lines being at the very end of the optical spectrum, a region where there is a lot of sky
emission. Another important drawback of using the S32 emission line diagnostic is that at low
metallicities, the photoionization models have been known to underestimate the [S ii] line emissions
(Kewley et al. 2019a, and references therein) and hence caution must be exercised when using the
S32 diagnostic for measuring the ionization parameter.
The ionization parameter diagnostics in the IR are much less sensitive to dust extinction as
compared to their optical and UV counterparts. The [S iv] 10.51µm/[S iii] 18.71µm ratio is strongly
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influenced by ionization parameter for all metallicities and is almost not a↵ected at all by the ISM
pressure apart from when the metallicity and ISM pressure values are the highest (i.e., log(O/H)
+ 12 >9.0 and log(P/k) = 9.0). The main caveat of this diagnostic is that the [S iv] line can
be very difficult to observe as it is really weak. In the case where the metallicity is well-known,
the [Ne iii] 15µm/[Ne ii] 12µm ratio, also known as the Ne32 ratio, can be a very useful emission
line diagnostic for measuring the ionization parameter. As can be observed in Figure 3, this line
ratio does not vary with ISM pressure except at metallicities log(O/H) + 12 >8.93. The other IR
ionization parameter diagnostic, the N iii] 57µm/[N ii] 122µm ratio (N32 ratio), is not as strongly
influenced by the metallicity but is very sensitive to the ISM pressure at metallicities log(O/H) +
12 > 8.53 as compared to the other two ionization parameter IR diagnostics.
1.3.4

ISM Pressure (P )

Two important parameters that have a major impact on the physical conditions of the ISM are
the electron density and ISM pressure. These underlying assumptions about these two properties
directly influence the emissions from H ii regions and therefore a↵ect all other physical parameters
that are estimated using emission line diagnostics like the SFR, gas-phase metallicity and ionization
parameter. Using the ideal gas assumption we can relate the ISM pressure (P ) to the temperature
(Te ) of the H ii regions and the total density (n) by

P ⇡ nkTe .
The total density in turn, is related to the electron density (ne ) by

n ⇡ 2ne (1 + He/H).
The values of Te for a fully ionized plasma is assumed to be 104 K, which makes the electron
density directly proportional to the pressure. All direct techniques for estimating the electron
density always assume the electron temperature to be this constant value (see Kewley et al. 2019b,
and references therein). However, this assumption is not always valid as H ii regions usually have
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a complex structure with temperature gradients (see e.g., Wang et al. 2004). Apart from that the
electron density itself is not usually constant across galaxies and nebular regions. That is why ISM
pressure diagnostics are usually preferred as the primary measure to characterize ISM conditions
instead of the electron density. ISM pressure is an important input parameter for self-consistent
theoretical models that are comprised of complex nebular structures with density and temperature
gradients. The mechanical energy generated by the stellar populations in combination with the
strength and form of the radiation field determine the value of the ISM pressure. Models with
constant pressure are valid in the majority of H ii regions since the heating and cooling timescales
are usually greater than the sound crossing time in these regions (Field 1965; Begelman 1990). It
has been observed that, to a first order of approximation, nebular regions are in pressure equilibrium
with their surroundings (Gutiérrez & Beckman 2010).
ISM pressure diagnostics are usually strongly dependent on the gas-phase metallicity. As mentioned earlier, large discrepancies exist between the metallicities estimated using di↵erent types of
metallicity calibrations (see Kewley & Ellison 2008, for a detailed discussion). Therefore, ISM pressure calibrations can only be used in combination with theoretical metallicity calibrations. These
theoretical calibrations can be simple fits or complex Bayesian methods as discussed earlier in Section 1.3.2. Kewley et al. (2019b) describe the several emission line ratios in the UV, optical and
IR that are sensitive to pressure and density. For example in the UV, calibrations for ratios like
[Si iii] 1883/[Si iii] 1892, [C iii] 1907/[C iii] 1909, and [A ii] 2660/[A ii] 2669 have already
been estimated and applied with success to the spectral measurements of nearby nebular regions,
planetary nebulae, and to the gas surrounding quasars (see Kewley et al. 2019a, and references
therein). The strong emission line ratios of [Si iii] and [C iii] are generally the most preferred UV
diagnostics used for estimating ISM pressure and electron densities for star-forming galaxies. The
major reason behind this is that the wavelengths of the two emission lines of both atomic species
are close enough to mitigate any need for extinction correction and flux calibration. Sometimes
high ionization lines of Ne and N can also be used as UV diagnostics for estimating ISM pressure
and electron density. However, these lines are very faint especially in high metallicity galaxies with
low ionization parameters as the lower temperature and ionization parameter values do not allow
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Ne and N to be ionized to their higher states. These lines can also be contaminated by AGN or
shocked gas contributions hence caution must be exercised when using them as pressure and density
diagnostics.
In the optical regime ratios like [O ii] 3729/[O ii] 3726 and [S ii] 6731/[S ii] 6717 are most
commonly used. They have been successfully used in the past as electron density diagnostics for
nebular regions, planetary nebulae, and galaxies since many decades (see e.g., Osterbrock & Ferland
2006; Kaasinen et al. 2016, and references therein). Other density sensitive ratios using faint lines
like [Cl iii] 5517/[Cl iii] 5537, [Ar iv] 4711/[Ar iv] 4740, and [N i] 5198/[N i] 5200 are also
used sometimes for local nebular regions and planetary nebulae (Kewley et al. 2019a, and references
therein). The [Cl iii] ratio is the least sensitive to metallicity and is usually used as a tracer for high
pressure and density regions of the gas. The other two ratios use lines that are too faint for most
star-forming galaxies and for galaxies with metallicities greater than log(O/H) + 12 > 8.5,the [N
i] ratio is strongly influenced by the metallicity. Kewley et al. (2019b) discuss the reasons behind
this behaviour in further detail in their review.
There are three major emission line ratios in the IR that can be used as electron density and
pressure diagnostics: [O iii] 52µm/[O iii] 88µm, [S iii] 33µm/[S iii] 18µm and [N ii] 205µm/[N ii]
122µm. These emission line diagnostics cover a large range of density values and can be used in
combinations to characterize the density structure of the ionized gas at a particular redshift. All
three line ratios have a strong dependence on metallicity and are also a↵ected by the ionization
parameter.
1.3.5

Dust Attenuation

Astrophysical dust can strongly influence the di↵erent ISM properties and their measurements.
Astrophysical dust particles (hereafter “dust”) are produced in supernova remnants or the atmospheres of stars that are in the later stages of their evolution. These particles are then expelled
into the surrounding ISM (Draine 2010), which is where their size and mass develop further based
on a variety of physical processes (Asano et al. 2013). As discussed in earlier sections, we rely
on precise measurements of emission line fluxes as diagnostic tools to estimate ISM properties like
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SFR, metallicity, ionization parameter, and pressure. A lot of these emission line diagnostics are
extremely sensitive to dust and can strongly e↵ect our measurements of these properties. It is
therefore vital to study the e↵ect dust has on the entire wavelength range and characterize it so
that we can correct our measurements accordingly.
As discussed briefly in the sections above, we can observe the e↵ect of dust grains on a galaxy’s
spectrum in two ways. First, dust grains absorb stellar radiation across all wavelengths, with the
peak absorption occurring in the UV, which is the region of the spectrum dominated by hot young
stars. Second, dust grains emit radiation in IR, which contributes to the continuum observed
in the galaxy spectrum. It is important to characterize these e↵ects of dust present in galaxy
spectra so that we can correct our measurements of di↵erent ISM properties and derive their
intrinsic values. We characterize the nature of dust absorption and emission with the help of dust
extinction or attenuation “laws” or “curves”. The measured values of di↵erent physical parameters
can be significantly di↵erent based on the dust attenuation/extinction curve assumed as has been
highlighted extensively in prior literature (see Salim & Narayanan 2020, and references therein).
Even though they are often interchangeably used, extinction and attenuation are two di↵erent
concepts. Extinction refers to the absorption or scattering away of light from the line of sight as it
travels from the source to the observer. Extinction at a particular wavelength is determined by the
absorption and scattering properties of dust at that wavelength. Attenuation on the other hand
includes the dust absorption and scattering properties like extinction but also factors in additional
e↵ects of galaxy’s star-dust geometry, along with contribution by unobscured stars, and scattering
back of light into the line of sight. This di↵erence between attenuation and extinction is also
illustrated in Figure 4 (taken from Salim & Narayanan 2020). For an extensive overview on dust
extinction models we refer the reader to reviews by Savage & Mathis (1979), Mathis (1990), Draine
(2003), and Salim & Narayanan (2020). In our work we focus on dust attenuation models as it
encapsulates the all the e↵ects of dust extinction and more.
All dust attenuation models are developed using the same fundamental steps. First, they model
the structure of galaxies accommodating the ISM and a population of stars. Next, they assume
the properties of extinction for the dust in the ISM of said galaxies. Finally, they characterize the
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Figure 4: Illustration of the di↵erence between extinction and attenuation. Extinction describes
the scattering out and absorption of light as it travels from the source to the observer. Attenuation
encapsulates a more complex model comprising of a galaxy’s star-dust geometry, diverse optical
depths or column densities, contribution by unobscured stars, and scattering back of light into the
line of sight. Credit: Salim & Narayanan (2020).
radiative transfer of light originating from stars as it makes its way through the surrounding systems.
Attenuation models only di↵er based on the assumed geometry of stars and dust in galaxies. For
our work we focus on the simple analytic attenuation model defined by Calzetti et al. (2000) as a
starting point. The Calzetti et al. (2000) model with di↵erent E(B-V) values is shown in Figure 5.
A detailed overview of several dust attenuation models can be found in Salim & Narayanan (2020).
Empirically speaking, the most commonly used method to measure dust attenuation involves
estimating the ratio of the fluxes of two Balmer emission lines that usually originate from the H ii
regions – H↵/H . This ratio is known as the Balmer decrement and the idea behind it is that
since the intrinsic value of this ratio is set by simple recombination theory, then for a fixed value
of the Te , any other changes in this value must be caused due to dust attenuation. Apart from
H↵/H , the ratio of H /H can also used to measure dust attenuation. However, the higher order
lines of the Balmer series are much more difficult to observe as they are faint and easily a↵ected
by absorption from stars. For typical conditions in planetary nebulae these ratios are H↵/H
2.86 and H /H

=

= 0.47 (Osterbrock & Ferland 2006). Using the flux measurements from these

lines we can calculate E(H - H↵) or E(H - H ) which is related to the E(B-V) value based on
the attenuation curve. This technique works very well for the local universe but can be difficult
to use for high redshift galaxies where one of these lines can be redshifted out of the observable
wavelength range.
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Figure 5: Calzetti et al. (2000) model used in this thesis to characterize dust attenuation. The
di↵erent colored lines show the Calzetti et al. (2000) model for varying E(B-V) values. The y-axis
shows the ratio between the extinction at a particular wavelength to the V-band extinction. The
x-axis is in log scale.
All the aforementioned emission line diagnostics used to constrain the values of the di↵erent
ISM parameters is dependent on reliably fitting models to the spectra in order to estimate line
fluxes. While this process is mostly automated easily, it still needs to be looked at in order to assess
the reliability of the fits. This is usually manageable for a few spectra of interest but it quickly
becomes impractical to replicate for thousands of spectra. As we have discussed in detail in the
previous sections, these emission line diagnostics are sensitive to di↵erent physical properties and
the measured values of ISM properties can vary based on the diagnostic used. All these issues
combined make it imperative to have a fast, reliable alternative method that can measure these
parameters directly from the spectra with minimum error. That is why we plan to use powerful
deep learning tools like Convolutional Neural Networks (CNN) to overcome the limitations of the
traditional methods used for spectroscopic measurements.
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The Power of Deep Learning

Recent developments in the field of machine and deep learning have dramatically increased their
prominence in every day life. It has seen applications ranging from cancer diagnosis and drug
discovery to speech recognition and self-driving cars. Deep learning and machine learning (ML)
have also seen extensive application in astronomy in recent years. They have been used to classify
large structures like galaxies (De La Calleja & Fuentes 2004) and smaller galactic systems like
low-mass X-ray binaries (Pattnaik et al. 2021), search for exoplanets (Pearson et al. 2018), detect
the furthest quasars (Mortlock et al. 2011), and predict solar-flares (Qahwaji & Colak 2007) among
other applications. These techniques have also been particularly useful for estimating photometric
redshifts (photozs; e.g., Collister & Lahav (2004); Wadadekar (2004); Gerdes et al. (2010); Way &
Klose (2012); Carrasco Kind & Brunner (2013); Hogan et al. (2015); Hoyle (2016); Schuldt et al.
(2020)). Photometric redshifts are typically measured by the brute force fitting of a model to
the SED of a galaxy which can be a computationally expensive endeavor. ML therefore has been
extremely useful to astronomers in their quest to make the problem more manageable and help
better understand the parameter space that a↵ects the photozs of galaxies. Despite the success of
ML algorithms in estimating photozs quickly and accurately, very little work has been done to apply
ML to the measurement of redshift directly from a spectrum. The few published studies (Jamal
et al. 2018; Stivaktakis et al. 2019; Zhou et al. 2021) have shown that CNNs can be successfully
used to retrieve accurate estimates of spectroscopic redshifts and quantify their reliability. Emission
line properties have seen slightly more developed applications, such as the measurement of galaxy
ISM properties like gas density, metallicity, and ionization parameter (e.g., Ucci et al. (2017, 2018,
2019)) and galaxy kinematics (e.g., Keown et al. (2019); Rhea et al. (2020)).
For this thesis, we use a CNN to estimate redshift directly from a galaxy spectrum. We created
a library of synthetic spectra with the help of Starburst99 (Leitherer et al. 1999) and mappings
(Sutherland et al. 2013) photoionization code. Further details regarding the synthetic spectrum
can be found in Section 2.
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Data

Large area surveys like the Cosmic Evolution Survey (COSMOS) (Scoville et al. 2007; Laigle et al.
2016) have revolutionized our understanding of environment’s role in galaxy evolution. It is one
of the first surveys to cover an area big enough for us to answer questions about the combined
evolution of the LSS of the Universe and galaxies, as well as star formation and AGN. The survey
covers a vast redshift range of 0.5 < z < 6 and an area of 2 deg2 that includes multi-wavelength
imaging and spectroscopy from X-ray to radio wavelengths, along with HST imaging. In fact this
equatorial ⇠ 2 deg2 field imaged with single-orbit I-band (F814W) exposures to a depth of IAB
= 28 mag (5 ) happens to be the biggest Hubble Space Telescope (HST) survey ever conducted.
Combined with the elaborate multi-wavelength imaging and spectroscopy observations of the same
field conducted using space and ground based telescopes of very high sensitivity, Laigle et al. (2016)
have produced a catalog that spans the entire wavelength range from X-ray, UV, optical/IR, midinfrared, mm/submm and to radio. The major science goals of the original survey as described
in Scoville et al. (2007) include trying to understand the assembly of galaxies, clusters and dark
matter at large scales (

2 ⇥ 1014 M ); utilizing weak lensing at redshifts < 1.5 to characterize

dark matter distributions; understanding the e↵ect of LSS environment on the evolution of galaxy
morphology, galactic merger rates and star formation at di↵erent redshifts; and characterizing the
mass and luminosity distributions of the galaxies, AGN and intergalactic gas in the early universe
(3 < z < 6) along with their clustering.
In terms of numbers, COSMOS has detected around 2 million galaxies and AGN in the high
redshift universe that is similar to the number of galaxies sampled by the Sloan Digital Sky Survey
(SDSS) in the local universe. Out of these ⇠ 2 million galaxies, photometric redshifts of around
800,000 galaxies have been obtained (Mobasher et al. 2007). Precise spectroscopic redshifts of ⇠
450,000 galaxies are also expected to be measured for the redshift range 0.5-2.5 as part of the
COSMOS spectroscopic survey (Magellan and VLT; Lilly et al. 2007). Figure 6 illustrates the
coverage of di↵erent spectroscopic datasets in the COSMOS field.
While COSMOS catalogs like zCOSMOS (Lilly et al. 2007) already boast a great number of
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Figure 6: Observational coverage of spectroscopic datasets obtained using the di↵erent instruments
on the Keck Telescope in the COSMOS field. The blue, red and orange colored boxes represent
observations obtained using the Low Resolution Imaging Spectrometer (LRIS), DEIMOS and the
Multi-Object Spectrometer For Infra-Red Exploration (MOSFIRE) instruments. The dots represent
observations made using the NIRSPEC instrument. Credit: Kartaltepe (2021).
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spectroscopic observations, these numbers are only expected to grow further with the advent of data
from future missions like the James Webb Space Telescope (JWST), Euclid, Roman, and SPHEREx.
As discussed earlier, current techniques for estimating redshifts and other ISM properties from spectroscopic observations still rely on time-consuming manual e↵orts or error-prone cross-correlation
codes and are struggling to process the vast amount of data we already have. And with even more
spectroscopic data expected from the aforementioned future missions, this problem will only be
solved by the development of fast and reliable automated methods.

2.1

The Keck DEIMOS 10K Catalog

Figure 7: This histogram shows the spectroscopic redshift distribution of the ⇠ 8500 objects in the
DEIMOS catalog with measured redshifts in bins of z = 0.1. The y-axis is in log scale.
One of the catalogs that is a part of the COSMOS survey is the publicly available DEIMOS
10K spectroscopic survey catalog (Hasinger et al. 2018). This catalog consists of 10,718 objects in
the COSMOS field observed with the medium-resolution Deep Imaging Multi-Object Spectrograph
(DEIMOS) on the Keck II telescope (Faber et al. 2003). This dataset contains 6617 objects classified
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Figure 8: Example observed spectra from the DEIMOS catalog. This object has a spectroscopic
redshift value of z = 0.298 in the catalog and has multiple bright emission lines (H , [O iii]
4959, 5007, H↵, [N ii] 6584).
as high-quality spectra due to the presence of two or more spectral features, 1798 spectra with a
single spectral feature confirmed using photometric redshift, 2024 faint objects with unreliable
redshift estimates, and the remaining 279 with no redshift estimates. The redshifts for the spectra
in this catalog were estimated by visual inspection using the interactive IDL program specpro
(Masters & Capak 2011). Each spectrum was reviewed by at least two people to ensure that the
quality of the estimates were satisfactory. The redshift distribution of the objects in the catalog is
shown in Figure 7 and an example spectrum is shown in Figure 8.
There are two major peaks in the redshift distribution around z ⇠ 1 and z ⇠ 4. Sources at z < 1
are typically brighter and easier to detect and have multiple prominent emission lines in the optical
part of the spectrum. The number of sources goes down after that because usually a lot of these
emission lines fall out of the optical range beyond a certain redshift value (for e.g., the [O ii] line is
redshifted out of the optical for z > 1.7) The second peak is largely due to the preferential targeting
by individual PIs of sources at z > 3 which is where Ly↵ is shifted into the optical. The quality of
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observations in this catalog is quite high and compared to other high redshift spectroscopic samples,
this catalog is among the best when considering relative redshift accuracy and percentage of outliers
(see Table 4 of Hasinger et al. 2018). There are no public emission line flux measurements for the
spectra in this catalog that can be used to measure ISM properties. This means that the estimates
of the SFR, Z, U , gas pressure and attenuation directly obtained from our CNN would enable the
broader science analysis of this data. All these factors combined make the DEIMOS 10K sample an
ideal dataset, upon which to model our synthetic data. After training the CNN on synthetic data
we ultimately plan to obtain measurements of the ISM properties for the DEIMOS 10K sample
along with comparing our redshift estimates for spectra in the catalog with the existing values.

2.2

Generating Synthetic Data for Training the CNN

In order to train the CNN we need a large number of spectra with reliable estimates of redshift and
other ISM properties spanning a wide range of parameters. Existing observational spectroscopic
data like the DEIMOS 10K catalog do not have any public existing emission line flux measurements
that can be used to estimate other ISM parameters (Hasinger et al. 2018). Also, as mentioned
earlier, there are several caveats to using emission line diagnostics for estimating ISM parameters.
Observed spectra from these catalogs can also be limited in the representation of underlying physical
parameters due to observational biases. This is why, instead of directly training from observed data,
we generate our own library of synthetic spectra spanning a wide range of parameter values and
redshifts that resemble the DEIMOS data properties. By generating synthetic spectra, we can
create as much data as is required to train the CNN and at the same time avoid introducing the
CNN to any existing human biases in the redshift measurements of catalogs like DEIMOS. The
major advantage of creating this library of spectra is that we can later model it to resemble the
spectra from any observed dataset (like, for example, the HST grism data or future JWST data).
The process of generating synthetic galaxy spectra is three fold – (1) creating galaxy SEDs using
evolutionary stellar population synthesis codes like Starburst99 (Leitherer et al. 1999), (2) feeding them to photoionization codes such as Mappings (Sutherland et al. 2013) and cloudy (Ferland
et al. 1998) to obtain rest-frame spectra of star forming galaxies, and (3) transforming the spectra
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to match the observational data. Using well-established stellar atmosphere and spectra models,
Starburst99 generates the integrated spectra of the stellar populations of a galaxy based on their
age and evolution along with properties that e↵ect them like the metallicity and SFH. Mappings
contains self-consistent nebular, dust, and shock physics, and may be used to model H ii regions ,
AGN, and areas shocked by supernovae, galactic winds, and jets. cloudy is a similar photoionization code, which can be used to model H ii regions , AGN, and photodissociation regions. As
mentioned earlier in section 1.3.2, both photoionization codes are limited by their assumptions of
a plane parallel or spherical geometry but are able to approximate the ionization structure that
can produce galaxy spectra not too dissimilar from observations. The process of generating SEDs
from Starburst99 and feeding them to Mappings to obtain galaxy spectra from a given grid of
parameter values is usually very conveniently streamlined through the Starburst99-Mappings
portal1 . However, due to issues with the Starburst99-Mappings portal being under maintenance
and time constraints, we decided to use a grid of parameters and corresponding Mappings outputs already produced by our collaborator for galaxies in the planned JWST Cosmic Evolution
Early Release Science (CEERS) Survey observations (private communication, John Trump, 2021).
CEERS is an Early Release Science program that aims to validate the efficiency of JWST imaging
and spectroscopy survey operations (Finkelstein et al. 2017). CEERS aims to observe a diverse set
of galaxy types over a wide redshift range (0.5 < z < 13). This parameter grid consists of 768
unique sets of log(SFR), Z, log(q), log(P /k) values. The entire range of these parameter values is
given in Table 3.
As a first step, we decided to generate spectra with limited complexity in order to use it as a
proof of concept. The goal was to emulate the basic features of the DEIMOS spectra such as the
number of pixels in the spectra and increase the complexity of the other features like noise in the
future. The steps for creating observed spectra from the Mappings outputs obtained by using the
aforementioned grid of parameter values are described below:
1. For each of the 768 rows in the grid of parameter values, we first created a wavelength grid
spanning a range of 1000 Å - 30000 Å and added the emission line intensities available in their
1 https://www.stsci.edu/science/starburst99/mappings/
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Parameter
log(SFR)
Z
log(q)
log(P /k)
E(B-V)
Continuum model age

(min, max, step-size)
(–1.0, 2.5, 0.5)
(–0.05, 1, uneven)
(7, 9, uneven)
(5, 8.5, 0.5)
(0, 0.5, 0.1)
(0.01 Myr, 98.01 Myr, 2 Myr)

Table 3: Range of ISM parameter values used to generate the library of synthetic spectra. SFR is in
the units of M /yr. Z is metallicity in solar units (Z ). q is the dimensional ionization parameter
and has units of cm/s. P /k is in dimensionless pressure units (standard Mappings input, see
Sutherland et al. 2013)

Figure 9: Comparison of an example synthetic spectrum (a) before and (b) after adding noise.
Mappings outputs2 . We then convolved these interpolated spectra with a Gaussian in order
to model the spectral resolution of the DEIMOS data.
2. The next step was to add continua to these spectra. In order to do that we used continuum
models based on Bruzual & Charlot (2003) that were generated using Starburst99. There
are a total of 50 models of di↵erent ages starting from 0.01 Myr up to 98.01 Myr with
increments of 2 Myr as given in Table 3. This range covers a wide variety of continua found
in star forming galaxies. Looping over the continuum models increases the total number of
spectra from 768 to 38400 (768 ⇥ 50).
3. After that we added dust attenuation to each spectrum. We used the Calzetti et al. (2000)
dust models and looped over di↵erent E(B-V) values (see Table 3) to generate 6 more dust
attenuated spectra from 1 given spectrum. This brings the total number of spectra up to ⇠
200,000. Since the Calzetti et al. (2000) models are defined between 1200 Å and 22000 Å
2 Note

that the Mappings outputs we obtained do not include Nebular continuum
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wavelength values, we cliped our spectrum to this range before adding the dust attenuation.
4. The penultimate step in generating our observed spectra is redshifting each rest-frame spectrum. For each given spectrum, we uniformly sampled a random redshift value between the
range of 0.1 < z < 5.8. The lower bound is based on the typical redshifts of galaxies in the
local universe. The upper bound is chosen by dividing the maximum value of the minimum
wavelengths in observed DEIMOS spectra by the minimum wavelength value of our rest-frame
spectra (i.e., 7000/1200). This is done to ensure that each redshifted spectrum has an ample
number of pixels in the observation range of the DEIMOS instrument on the Keck Telescope.
The uniform sampling ensures that there is enough training data for each redshift bin. Further
on, we clipped the spectrum such that it matched the observed range and size (8912 pixels)
of the spectra in the DEIMOS data. It is also important to convert each spectrum from units
of luminosity into flux units as this will be useful during the later part of the project when
we will attempt to estimate ISM properties from the spectra. For this purpose, we used the
redshift to calculate a luminosity distance (LD ) and divided the luminosity values for each
spectrum by 4⇡L2D to convert it into flux units.
5. The final step of generating the synthetic spectra involves adding noise and normalizing the
flux values of each spectrum such that they are in the range (0, 1). Normalizing the flux
allows the CNN to focus on the shifts in wavelength and makes it easier for it to converge.
For adding the noise, we generated a Gaussian distribution the same size as each spectrum
(8912 pixels), with mean = 0 and a standard deviation equal to the standard deviation of the
flux values of each spectrum before multiplying it by an arbitrary percentage value (20%), i.e.,
noise = random.Gaussian(µ = 0,

spectrum

, size = 8912) ⇤ 0.20. We then added the noise to

each individual spectrum. An example spectrum before and after adding the noise is shown
in Figure 9. As can be observed, the noise levels of our final synthetic spectrum obtained
using the arbitrary percentage value of 20% and the example DEIMOS spectrum shown in
Figure 8 appear to be similar. In the future we plan to explore the impact of di↵erent noise
values on our results.
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Our final dataset has ⇠ 200,000 spectra with two arrays of size 8912 corresponding to the
wavelength and flux values.
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Convolutional Neural Networks

After generating the synthetic data, we train a CNN to estimate the redshift from an input galaxy
spectrum. CNNs belong to the class of machine learning algorithms known as Deep Learning. They
are a variation of the traditional Artificial Neural Networks (ANN) (see Schalko↵ 1997). As the
name suggests, ANNs are inspired from biological neurons and consist of interconnected layers of
“artificial neurons”. And just like humans process inputs through their senses using a network of
neurons to learn from experiences, ANNs aim to replicate the same learning process for a given
input data using their layers of artificial neurons. Each ANN comprises of three types of layers: the
input layer, the output layer and a number of intermediate layers known as the “hidden” layers.
The number of hidden layers defines how “deep” a particular ANN architecture is and that is where
the name “Deep Learning” comes from.
The general learning mechanism of a neural network is as follows: given some input data, a
weighted sum of the values at each neuron in the input layer is calculated and a bias factor is
added to it. This value is then transformed using an activation function in order to introduce
non-linearity in the model which helps it decide a threshold beyond which the neurons should be
activated. Based on the type of layers, these activation functions can vary. This final transformed
value is then fed as input to a neuron in the next layer. This process in replicated for each neuron
in the next layer with di↵erent weights and bias values. This method of propagation of information
from one layer to the next is repeated until the final value is calculated in the output layer of the
network. This process of transmitting information from the input through di↵erent layers of the
network to obtain an output is known as the feed-forward mechanism (Rosenblatt 1958). Initially
the weights and bias values of the di↵erent neurons in the network are randomly chosen. These
weights and biases are corrected by calculating the error between the value output by an ANN given
a particular input and the expected output value (also known as a label/target). The calculated
error is used to correct the weight and bias values that contributed most towards the output using a
mechanism called back-propagation (Rumelhart et al. 1986). This method of learning by matching
inputs to expected label/target values is known as supervised learning. In a typical ANN model,
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Figure 10: Figure showing the process of information transmission from the input layer towards
the output layer in a Neural Network (also known as the Feed-forward Mechanism).

Figure 11: Figure showing the process by which weights and biases get updated in a Neural Network
(also known as the Back propagation Mechanism).
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each layer is fully connected with the corresponding layer, i.e., each neuron is connected to every
other neuron in the next layer and vice-versa. This type of a basic ANN architecture also known as
the “Multi-layer perceptron” (MLP) model (Rosenblatt 1958). The two components (feed-forward
and back-propagation) along with the general architecture of an MLP model are also illustrated in
Figures 10 and 11 .
While ANNs have been extensively employed to successfully tackle various problems in multiple
domains, they can struggle to perform efficiently in situations where the input data is very high
dimensional like in the case of images (see, for example, Kiranyaz et al. 2021, and references
therein). When the number of input parameters increase, the total number of parameters of the
network increase by a lot due to the fully connected nature of its layers. This increases the number
of computations required in the training process which makes it difficult for the ANN to learn,
especially when the data size is small and the computational power available is limited. They also
struggle to factor in the spatial information present in images which is usually lost while flattening
an image (i.e., converting 2D data of an image into a 1D format) in order to provide it as an input
to ANNs. In order to overcome these shortcomings of the ANN architecture, CNNs were developed
(LeCun et al. 1989).
CNNs are able to preserve the spatial information present in image-like data and reduce the
total number of parameters required to be calculated in the neural network. They do so by replacing
most of the initial fully connected hidden layers with “convolution layers”. Instead of having the
traditional weight and biases like MLPs, CNNs have kernels or filters that are used to convolve the
image matrix. These kernels are usually small windows that slide through the image and extract
features that are output to the next layer. Just like ANNs, this feature matrix is then passed
through an activation function to obtain the final output of the convolutional layer. Then in order
to downsize the outputs of a convolutional layer, a pooling layer is used. This involves retaining
a single value in a window that slides through the features in the convolutional layer. The most
commonly used pooling layer is max pooling where we retain the maximum value in each sliding
window. A typical deep CNN architecture consists of multiple combinations of the convolutional
and max pooling layers. The output of these convolutional and pooling layers are input to a series
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of a few fully-connected layers at the end before producing the final value in the output layer.
Since the turn of the 21st century, remarkable progress has been made in the development of
deep CNN architectures that are capable of solving some of the most complex problems in the field
of Computer Vision (see, for example, Yoo 2015; Sinha et al. 2018, for detailed reviews). And while
the traditional 2D CNN architectures worked great for images or 2D input data, when it comes
to 1-dimensional signals, traditional machine learning techniques remained primarily unchallenged
until recently. Inspired from their 2D counterparts, deep 1D CNN architectures were developed
to handle 1D data like electrocardiogram (ECG) signals and high power engine fault monitoring
(see, for example, Kiranyaz et al. 2021, and references therein). 1D CNNs have the advantage
of leveraging deep architectures which are absent in traditional ML algorithms, allowing them
to monitor minor fluctuations in high-dimensional 1D signals. That is why they are perfect for
analysing spectroscopic data.

3.1

Prior e↵orts in estimating spectroscopic redshifts using CNN

As mentioned earlier, very limited work has been done so far for estimating redshift from a galaxy
spectrum using deep learning. Stivaktakis et al. (2019) use CNNs to predict the redshift from
simulated Euclid data. They use a mock catalog (Ilbert et al. 2008) to select SEDs from a library
of predefined spectroscopic templates in order to generate synthetic data that resembles the spectra
expected to be observed by the Euclid satellite galaxy survey (Laureijs et al. 2011). For their
input to the CNN, they bin each spectrum in their dataset into 1800 wavelength bins of 5 Å each
corresponding to the expected wavelength range of the Euclid observations (11,000 Å - 20,000
Å). They also normalize their spectra by dividing each flux value by 2 times the maximum flux
value of the entire dataset (i.e., Xnormalized = Xoriginal /(2 Xmax )). Then, instead of obtaining a
single valued output for the redshift from the CNN, they split the redshift range of 1  z < 1.8
(expected to be detected by Euclid ) into 800 even, non-overlapping bins in order to transform it
to a classification task. They claim that the resolution of

z = 0.001 is supposed to be similar to

the resolution expected from Euclid data. In a classification task, the CNN chooses a particular
category that the input data belongs to rather than providing a real valued estimate as is the
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case in a regression task. By using a classifier they are able to leverage the CNN’s architecture
to estimate a confidence score on their redshift measurements. They also do not use any pooling
layers in their network as they argue it might inhibit the network’s ability to pick up the minor
shifts in a spectrum. The absence of pooling layers can lead to a massive increase in the number
of trainable parameters, which can prohibit the CNN from converging. However, since their input
size (1800 neurons) is relatively small and their CNN architecture is not as complex (maximum of 3
Convolutional layers), this problem becomes somewhat manageable for them. They report close to
100% accuracy for data with no noise and ⇠80% for data with Gaussian noise (for further details
on these Gaussian noise models we direct the reader to the original publication).
The idea of classifying redshifts is interesting but it increases the complexity of the CNN and
might yield poor results on high-redshift and noisier spectra, especially when the input size of the
spectrum is much larger. The authors show that performance of the CNN drops for the dataset
with noisy spectra. However, the most intriguing insight that they provide is by showing how the
input spectrum is transformed at each convolution layer. Layer by layer, the CNN seems to perform
operations like continuum subtraction and denoising for each input spectrum (see Figures 15 and
16 in Stivaktakis et al. 2019). This is an interesting observation because it suggests that the CNN
is truly learning to extract information from the spectra in the same way an astronomer would.
Zhou et al. (2021) also use CNNs to estimate spectroscopic redshifts. In fact, they calculate
both photometric and spectroscopic redshifts using neural networks for the China Space Station
Optical Survey (CSS-OS) data. They also generate mock spectroscopic (and photometric) data
based on the COSMOS galaxy catalog (Capak et al. 2007; Ilbert et al. 2008) by choosing best-fit
SEDs. However, they directly output the redshift value instead of classifying it. In order to add
noise to their SEDs they simulate the observation process of the CSST instrument and estimate
the amount of noise expected for each wavelength bin. Using this method they generate spectra
whose mean Signal-to-Noise Ratio (SNR) values decrease with increasing redshifts (see Section 2.1
of Zhou et al. 2021). They report high accuracies and low outlier fractions across di↵erent SNR
ranges, with the average normalized median absolute deviation (NMAD) (Brammer et al. 2008,
also see Section 4),

NMAD

' 0.001. This shows that the CNN is able to perform well even for the
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Figure 12: Flowchart of the method used for parameter estimation. By augmenting the synthetic
spectra to match the observations, this generalized framework can be adapted to any spectroscopic
dataset.
low SNR data.

3.2

Our CNN Architecture

Taking inspiration from the aforementioned prior works we ultimately plan to develop a framework
to estimate spectroscopic redshifts and other ISM parameters directly from an in input spectrum
using a CNN. This framework can be trained using synthetic data modeled after spectra from any
spectroscopic survey including current and future NASA missions. An overview of the generalized
framework is illustrated in Figure 12. In this thesis, we focus only on the redshift estimation part
of the project.
Inspired by the e↵orts of Wang et al. (2017) and Li et al. (2017) to use deep ANN architecture for
stellar spectra, Fabbro et al. (2018) developed the StarNet CNN architecture to estimate properties
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such as e↵ective temperature, surface gravity, and metallicity of stars from their spectra. This
model also inspired the 1D CNN model used by Lovell et al. (2019) to estimate star formation
histories from galaxy spectrum. Both these models take the flux values of a rest-frame spectrum as
input and consist of two consecutive convolutional layers followed by one max pooling layer (ConvConv-pool) and two fully-connected layers in successive orders prior to the final output layer. Our
model to estimate redshift from a galaxy spectrum is also inspired by the architectures implemented
by Fabbro et al. (2018) and Lovell et al. (2019) but with a few modifications. The first di↵erence is
that unlike StarNet’s single channel input with flux values, our model takes in both the wavelength
and flux values as a two channel input to the CNN. This is because while the range of wavelength
values in our data is between 4100 and 11000, the exact wavelength values di↵er for each spectrum
just like in the DEIMOS 10K observations. Next, instead of having just one Conv-Conv-pool layer,
our CNN model has a much more complex architecture with two Con-Conv-pool layers followed
by two Conv-pool layers prior to the two fully-connected layers and the output layer. Also our
output layer has just one neuron for redshift instead of the multiple output neurons found in the
CNNs of Fabbro et al. (2018) and Lovell et al. (2019) since we are only interested in predicting
the redshift at this point. We started from the 1D CNN architecture used by Lovell et al. (2019)
and kept increasing the complexity of the network by adding convolutional and pooling layers until
we achieved acceptable results, i.e., a root mean squared error (in z) < 0.1 or better. A pictorial
representation of the architecture of our 1D CNN is presented in Figure 13.
In order to train the CNN, the entire dataset is first split into three parts: a training set (70%),
a validation set (15%), and a test set (15%). These are the standard ratios of splitting datasets that
are commonly used in ML projects as it ensures there are enough representative samples in all three
sub sets. Before splitting, the entire dataset is shu✏ed to make sure there is uniform representation
of all parameters in each of the three di↵erent sets. The training and validation sets are used to
optimize the performance of the CNN, while the test set is used to judge the final performance of
the optimized model. The test data is only used at the end to make sure that the algorithm has
not been biased to overfit the test data. Optimizing the CNN involves figuring out the best values
for several of its hyperparameters. A detailed description of some of these hyperparameters and
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Figure 13: Our CNN architecture. The final output shown in this figure is the redshfit.
their optimal values for our network are given below:
• Kernel width and stride - Each convolutional layer is made up of convolving windows
known as kernels. The width and stride of these kernels a↵ect the features that are extracted
in each convolutional layer. Since minute shifts in the spectra are important for precisely
measuring the redshifts, we start with a kernel width of 4 pixels and a stride of 2 pixels
in the first convolution layer. Then we reduce the kernel width to 2 pixels and stride to 1
pixel in each of the remaining convolution layers as the number of features increases in the
corresponding layers.
• Activation function - Just like ANNs, activation functions are used to introduce nonlinearity in the CNN and decide which features should be active for a given input and corresponding output. Throughout our network we employ the most commonly used activation
function – the Rectified Linear Unit (ReLU). ReLU is defined as max(0,x) where x is the
value input to the activation function. ReLU is highly computationally efficient as it prohibits the activation of all the neurons at the same time and allows the neural network to
converge many times faster than the traditional activation functions like sigmoid or tanh.
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Details about di↵erent activation functions can be found in Sharma & Sharma (2017).
• Optimizer and Learning rate - Neural networks learn by updating their trainable parameters in each iteration using the gradient descent technique. Gradient descent is an optimization
technique that allows us to calculate the error gradients for the model at a given iteration
and then update the network by back propagating the errors. There are many versions of the
gradient descent optimization algorithm but we use the most prevalent one in recent times –
the Adam optimizer (Kingma & Ba 2014). The learning rate is used to moderate the speed
with which the network can update its parameters. Through trial and error we find the value
of 0.001 to be the most optimal for the learning rate.
• Loss Function - The loss function is the criterion used to calculate the error during the
optimization process. The objective of the optimizer is to minimize this error function. The
loss function used by our CNN is the Mean Squared Error (MSE). The loss function also helps
us to to evaluate and diagnose the optimization process of the algorithm.
• Batch Size - Batch size determines the number of sub samples (i.e., spectra) of the training
set that are processed together before the network updates itself. A very low value of the
batch size like 1 or 2 could prohibit the network from generalizing over the entire dataset,
whereas a very large batch size could lead to underfitting. Our optimal value for the batch
size chosen by trial and error was 32.
• Number of epochs - Number of epochs refers to the number of times the model iterates
over the entire training dataset in order to learn from it. While some people fix this value
to 50 or 100, we chose to implement an early stopping mechanism that makes sure that the
CNN does not continue to iterate if the performance is not increasing over time. The early
stopping mechanism checks if the minimum value of the validation loss decreases in the next
five epochs. If it does then the minimum value is updated and the training process is allowed
to be continued. If the minimum value does not drop then the training process of the CNN
is brought to a halt.
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Our final CNN model architecture has a total of 1,710,589 trainable parameters. The CNN
is implemented in Python using the pytorch library (Paszke et al. 2019). pytorch has the
functionality that allows us to leverage a GPU to run the training process of the CNN instead of
the CPU, which reduces the training time from many hours to a few minutes.
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Results

We assess the overall performance of the CNN using NMAD (Hoaglin et al. 2000) defined as

N M AD = 1.48 ⇥ median
where

z = (ztrue

✓

z
1 + ztrue

◆

,

zpredicted ). This metric was used by Ilbert et al. (2008) to compare the quality

of photometric redshifts with that of spectroscopic measurements for COSMOS data. NMAD is
directly comparable to the rms/(1+z) metrics used by other papers to evaluate accuracy. We also
use a criterion to identify catastrophic outliers using the following metric: | z|/(1 + z) > 0.05,
similar to one defined by Ilbert et al. (2008). The percentage of outliers in the entire dataset
estimated using this metric is denoted by ⌘.
Using the aforementioned metrics, we analyze the network’s performance on the validation set
after training, by varying several hyperparameters of the network (as described in Section 3.2) as
well as modifying the input to the network in order to optimize its performance. One of the most
integral changes we make is normalizing the flux values of each spectrum between (0, 1). The
performance of the CNN on the validation set before and after normalizing the flux values is shown
in Figure 14. After normalizing, ⌘ decreases from 31.86% to 5.35% and NMAD decreases from
0.0251 to 0.0087. The optimized network with normalized flux inputs and hyperparameter values
mentioned in 3.2 takes about 33 iterations to converge. This is illustrated in the learning curve of
the CNN shown in Figure 15. The process of training on a set of ⇠ 141,000 spectra takes about
46 minutes and 45 seconds (1 minute and 25 seconds per epoch) on a system with 60 GBs of RAM
and an NVIDIA Tesla T4 GPU with 16 GBs of memory.

4.1

Performance on the Test Set

After optimizing the CNN using the validation set, we use the test set to evaluate and analyze its
final performance. The test set consists of ⇠ 30,000 spectra similar to the validation set. We obtain
redshift estimates for each input spectrum belonging to the test set and compare it with the true
redshifts used while generating the spectra as illustrated in Figure 16. We find an outlier fraction
45

R. Pattnaik

Master’s thesis

Figure 14: The top plots in each panel show the true vs. predicted redshifts for the ⇠ 30,000
spectra in the validation set. The solid black line is the identity line. The bottom plots the spread
of the predicted redshift as compared to the true redshift values. The solid black line is depicts
z/(1 + z) = 0 and the dotted lines represent the outlier criterion | z|/(1 + z) > 0.05. Left panel:
Before normalizing flux values. Right panel: After normalizing flux values.
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Figure 15: Learning curve of the CNN showing the mean squared error measured at every epoch
during the training process. The y-axis is in log scale and shows the continuous decrease in the
training error with each increasing epoch, highlighting that the algorithm is getting better at
predicting redshifts over time.
(⌘ = 5.38%) and an NMAD value of 0.0086, which is very similar to that obtained for the validation
set. In Figure 16, we also show the spread of the predictions for the entire test set based on the
z/(1 + z) criteria. This plot also illustrates our finding that the majority of the data in the test
set have acceptable predicted redshifts (| z|/(1 + z) < 0.05).
One important observation in Figure 16 is that around z = 2.4 there is a significant change in
the spread of predicted redshift values. For z < 2.4 the predicted redshifts are spread out whereas
for z

2.4 the scatter decreases significantly. We take a closer look at the performance of the CNN

in these two regions below.
4.1.1

Performance for z < 2.4

As illustrated in Figure 17, the outlier fraction (⌘ = 13.52%) and NMAD value (0.028) for this range
(z < 2.4) are an order of magnitude higher than the overall values of ⌘ (5.38%) and NMAD (0.0086).
The algorithm clearly has more difficulty predicting the redshift of spectra in this range compared to
z

2.4. From Figure 17, it also clear that a higher fraction of outliers are due to an overestimated

redshift value than underestimated z values. The complex nature of our CNN’s architecture makes
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Figure 16: Left Panel: Top: True vs predicted redshifts for the ⇠ 30,000 spectra in the test set.
The solid black line is the identity line. Bottom: Plot showing the spread of the predicted redshift as
compared to the true redshift values. Right Panel: Histogram showing the spread of the predicted
redshift accuracy for the test set. The x-axis shows the z/(1 + z) values and the y-axis shows the
total number of spectra in each bin of these values. The bin size for the x-axis is 0.025 and the
y-axis is in log scale. The dashed line indicates perfect accuracy (i.e., ztrue = zpredicted ) and the
dotted lines represent the outlier criteria (i.e., | z|/(1 + z) > 0.05). The overall outlier fraction
seems to be very small.
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Figure 17: Left Panel: Top: True vs predicted redshifts for the ⇠ 12,000 spectra in the test set
with z < 2.4. The solid black line is the identity line. Bottom: Plot showing the spread of the
predicted redshift as compared to the true redshift values. Right Panel: Histogram showing the
spread of the predicted redshift accuracy for the test set. The x-axis shows the z/(1 + z) values
and the y-axis shows the total number of spectra in each bin of these values. The bin size for
the x-axis is 0.025 and the y-axis is in log scale. The dashed line indicates perfect accuracy (i.e.,
ztrue = zpredicted ) and the dotted lines represent the outlier criteria (i.e., | z|/(1 + z) > 0.05). The
outlier fraction for this range of redshifts is higher than the overall outlier fraction.
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Figure 18: Example spectra for the redshift range z < 2.4. The spectra are arranged in an increasing
order of | z| from top to bottom. There is a lot of variation in the types of spectra present in this
redshift range.
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it difficult for us to exactly decipher the reason behind this behaviour but one can assume that the
more complicated nature of spectra due to a prominent continuum at lower redshift ranges could
be a cause. Some example spectra in this redshift range are plotted in Figure 18. As we can see in
the figure, for this subset of spectra, the CNN is able to estimate the redshift of a spectrum with
no bright emission line with great precision but somehow struggles to do so for a spectrum with
multiple visible emission lines. It could be because the CNN is using the continuum to estimate the
redshift which could explain its poor performance in the lower redshift ranges where the continuum
is more prominent. Future work is needed to understand this counter-intuitive behaviour of the
algorithm and to improve redshifts based on emission lines for lower redshift ranges.
4.1.2

Performance for z

2.4

Figure 19 clearly shows that the CNN performs much better at this higher redshift range of z

2.4

compared to z < 2.4. We get an ⌘ value of 0% indicating no outliers based on our defined criteria.
This increase in performance is not gradual from low redshift to high redshift, which means that
something present in the spectra with z

2.4 significantly helps the CNN in estimating the redshift.

When we plot a few example spectra in this redshift range in Figure 20, we can clearly see that
the bright Lyman-alpha (Ly↵) emission line is present in all high redshift spectra. The fact that
the Ly↵ emission line can only be detected in the visible region at z > 2.37 strongly suggests that
the visibility of this line in the higher redshift range is the reason behind the CNN’s improved
performance in this region. Apart from that, the lower contribution from the continuum in this
z-range makes these spectra less complex than those at z < 2.4 which could also be a reason behind
the CNN’s better predictions. However, when we look at the example spectra plotted in Figure
20 to further dissect the reason behind the variations in | z|, just like in the case of z < 2.4, we
are not able to identify any particular characteristics in the spectra that could correlate with the
CNN’s performance.
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Figure 19: Left Panel: Top: True vs predicted redshifts for the ⇠ 18,000 spectra in the test set
with z
2.4. The solid black line is the identity line. Bottom: Plot showing the spread of the
predicted redshift as compared to the true redshift values. Right Panel: Histogram showing the
spread of the predicted redshift accuracy for the test set. The x-axis shows the z/(1 + z) values
and the y-axis shows the total number of spectra in each bin of these values. Bin size for x-axis is
0.025 and y-axis is in log scale. The dashed line indicates perfect accuracy (i.e., ztrue = zpredicted )
and the dotted lines represent the outlier criteria (i.e., | z|/(1 + z) > 0.05). The outlier fraction
for this range of redshifts (0%) is significantly lower than the outlier fraction for z < 2.4.
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Figure 20: Example spectra for the redshift range z 2.4. The spectra are arranged in an increasing
order of | z| from top to bottom. The Ly↵ emission line is clearly visible in each spectrum in this
redshift range.
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Discussion

It is important to compare our results with those of other methods to put the performance of our
CNN into context. First, we compare our results to the photometric redshift measurements in
Ilbert et al. (2008). Their criterion for classifying catastrophic outliers (| z|/(1 + z) > 0.15) is
much less strict that ours (| z|/(1 + z) > 0.05). For a redshift range of z < 1.25 they report an
accuracy (

z)

of 0.02, 0.04 and 0.07 for galaxies with i+ magnitudes ⇠ 24, ⇠ 25, and ⇠ 25.5

respectively. However, their accuracies sharply drop for z > 1.25. Other, more recent, photometric
redshift accuracies (Laigle et al. 2016) are in the range of
objects to

z

z

= 0.007 for the brightest, low redshift

= 0.021 for faint objects at high redshifts (z > 3). At the moment our accuracies

and precision are comparable to the best photometric redshift estimates obtained using SED fitting
codes and are worse than the high quality spectroscopic samples in the COSMOS field as mentioned
by Hasinger et al. (2018) (see references therein). And while future work is required to improve
the accuracies of our CNN, the biggest advantage our method has over the aforementioned timeintensive techniques is its speed of predicting redshifts. Our CNN is able to process ⇠ 30,000 spectra
in about 5 seconds while yielding overall accuracies on par with the best photometric estimates.
Finally it is also important to compare our accuracies to those of the previous works of Stivaktakis et al. (2019) and Zhou et al. (2021) who also employ CNNs to measure spectroscopic redshifts.
However, due to the di↵erence in input data sizes and redshift ranges it is not quite straight-forward
to make these comparisons. For example, in their realistic case (i.e., for spectra with noise), Stivaktakis et al. (2019) report ⇠ 69% accuracy for a training set of 40,000 samples and ⇠ 81% accuracy
for a training set of 400,000 samples. They are able to report accuracy percentages because they
transform their CNN to classify redshifts in bins of resolution z = 0.001 in their output layers
instead of predicting a single value for the redshifts. With our training sample of 200,000 spectra
we can use the outlier percentage to determine an accuracy for our CNN that can compared to that
of Stivaktakis et al. (2019). We get an accuracy of ⇠ 95% (1-⌘) with input data (2 channels of 8912
wavelength and flux values) considerably more complex than theirs (1 channel of 1800 flux values).
Our z range (0.1 < z < 5.8) is also much larger than theirs (1 < z < 1.8). However, one small

54

R. Pattnaik

Master’s thesis

caveat of having a much more complex CNN architecture is that, unlike Stivaktakis et al. (2019),
we cannot retrieve any meaningful outputs from each convolutional layer of the network that can
help us understand the CNN’s redshift estimation process (see Figures 15 and 16 in their paper).
Zhou et al. (2021) report NMAD values of around 0.001 for their 1-D CNN trained using datasets
of di↵erent sizes. However, they find that their spectroscopic redshift errors steeply increase beyond
z > 1 (see Figure 13 in Zhou et al. 2021). Like Stivaktakis et al. (2019), their input data is much less
complex (2 channels of 369 flux and error values) and their output redshift range is much smaller
than ours (0 < z < 1.5). Despite the more complex nature of our input spectra, our NMAD values
for that range of redshifts (NMAD = 0.03 for 0.1 < z < 1.5) is comparable to theirs and our CNN’s
performance increases with redshift. However, it is also important to note that Zhou et al. (2021)
employ a much more complex noise model as compared to ours (see Section 2.1 of Zhou et al. 2021,
for details). That is why a one-to-one comparison is difficult to conduct at this point, and it is
perhaps best to see all three approaches as proofs of concept for di↵erent use cases.

5.1

Future Work

The first thing we want to focus on in the future is improving the current accuracy and precision of
the CNN to make it on par with the best spectroscopic samples. In particular we want to analyze
the performance of the CNN for z < 2.4 and understand how we can improve the predicted redshift
values. We plan to see how the CNN performs for input spectra that are continuum subtracted
as the continuum seems to e↵ect the performance of the algorithm at lower redshift ranges where
it is prominent. It might also be useful to change the CNN’s hyperparameters such that it gives
more importance to the emission lines instead of the continuum while estimating the redshift. We
believe varying the kernel width and strides might help us achieve this goal.
While our initial results are encouraging, there are still a lot of complexities that need to be
added to the synthetic data before we can train the algorithm to estimate redshifts from real
data like the spectra in the DEIMOS 10K catalogue. For example, right now we add a uniform
Gaussian noise to each spectrum but in reality this varies based on the brightness of the source
and its redshift. We plan to model our noise based on the SNR variations in the DEIMOS 10K
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dataset before training and testing on its spectra. Apart from that, we also plan to expand the
parameter range with which we generate our spectra. By spanning a finer distribution of values for
parameters like SFR, Z, U and P /k and using more complex dust attenuation models so that we
can accommodate a more diverse set of galaxy spectra. This will especially be useful for the second
part of the project that involves estimating the ISM parameters from rest-frame spectra.
As described in Section 3.2, the next step in our plan is to train a CNN that can measure ISM
properties like SFR, Metallicity, Ionization parameter, pressure and dust attenuation. We expect
this task to be less complex as compared to redshift estimation. The main reason behind this is that
currently our grid of parameter values are somewhat sparse. This could, in principle allow us to
convert our problem into classification tasks by creating individual CNNs with simpler architectures
that can output the closest grid value of each ISM property for a given input spectrum. A less
complicated network architecture could potentially allow us to understand how the CNN estimates
these properties and could provide us with novel insights into how di↵erent ISM properties e↵ect
parts of a galaxy’s spectrum.
If possible, we also plan to make some changes to the network architecture of the redshift CNN
and leverage outputs of di↵erent layers to see if we can get a coherent idea about the CNN’s decision
making process. We can also possibly train the network in a way such that allows us to retrieve
a probability distribution for each predicted redshift estimate using the fully connected layer prior
to the output layer. It might also be useful to split the training data into N=10 smaller sets and
perform cross-validation testing. In this method we iterate over the 10 subsets of training data
using one set as a validation set while training on the remaining 9 sub sets in each iteration. This
is a robust mechanism to check for overfitting. Although given the size of our dataset, this process
maybe be time and resource intensive. We can also try to change the error/loss function of the
CNN from mean squared error to NMAD and see if that improves the performance of the network.
NMAD is supposed to suppress the e↵ects of extreme outliers and we can perhaps even specify our
criteria for outliers such that the network takes it into account while training.
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Summary and Conclusions

Current methods of estimating redshifts and other ISM properties are time-consuming and require
manual e↵orts to obtain precise measurements. In this project we used CNNs for measuring redshift
directly from an input spectrum as an alternative to the current methods labour and time-intensive
methods. We summarize this study as follows.
• With the help of the Starburst99 and mappings codes, we generate a library of ⇠ 200,000
synthetic spectra modeled after the DEIMOS observations using a grid of parameters spanning
a wide redshift range and ISM parameters. We use this dataset to train our CNN by splitting
it into three parts: Training, validation, and test sets.
• We develop a 1D CNN architecture that takes wavelength and flux values as inputs and
provides us with an output redshift estimate. The hyperparameters of this CNN are optimized
with the help of training and validation datasets
• We discover that normalizing each input spectrum between 0 and 1 significantly improves the
performance of the CNN. The fraction of outliers drops from ⇠ 32% before normalizing to
⇠ 5% after normalizing. The NMAD value also decreases from 0.0251 to 0.0087 before and
after normalizing the input spectra.
• We evaluate the final performance of our CNN using the test dataset. We obtain an outlier
fraction of 5.38% and an NMAD value of 0.0086 that is comparable to the current best
photometric redshifts estimated using SED fitting codes and is worse than the subset of high
quality spectroscopic data. However, the biggest advantage of our method is that it can
provide precise redshift estimates of ⇠ 30,000 spectra in about 5 seconds.
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